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University College Dublin
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Welcome
Dear Delegates,
These are interesting times for Statistics. All the job advertisements mention “Data Analytics”.
There has been a great increase in uptake of Statistics courses at third level. Statisticians are busier
than ever. Yet every year in Ireland we take time out to attend the CASI conference. It is a wonderful
opportunity to catch up with colleagues from other third level institutions, partners in industry and
government, re-establish connections and make new ones. All of this hopefully, in the wonderful
setting of the Bloomfield House Hotel this year.
We are fortunate to have four eminent keynote speakers for this conference. They are all leaders in
their field and from them we draw inspiration and enthusiasm. In addition we have an interesting
line-up of talks not to mention posters and there should be something of interest for everyone.
We would like to thank our sponsors for their generous contribution to this event, namely: SFI for
sponsoring keynote speakers, UCD College of Science and UCD School of Mathematics and Statistics
and the ISA for student bursaries and registration costs, SIG for the conference dinner, Zurich for
the poster reception, the Central Statistics Office and the Central Bank for student bursaries and
Axis Healthcare Consulting Ltd. for a tea/coffee break. In addition we would like to thank Oxford
University Press for book vouchers for best poster prizes.
On behalf of myself and the local organizing committee I wish you a productive and enjoyable CASI.

Gabrielle Kelly
Chair of CASI 2017

CASI 2017 Organising Committee:
Gabrielle Kelly, Andrew Parnell, Claire Gormley, Brendan Murphy, Nial Friel,
Adrian O’Hagan, Damien McParland, Patrick Murphy, Kate O’Hanlon,
Vasiliki Dimitrakopoulou, Michelle Carey, Michael Salter-Townshend.
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Sponsors

Monday, 15th May
12:30 – 14:00

Lunch

14:00 – 14:10

Conference Opening Address

Session 1: Chair, Thomas Brendan Murphy

Keynote Speaker
14:10 – 15:00

David Collett

Registry Studies in Organ Donation and Transplantation
Keynote Speaker

15:00 – 16:00

Christl Donnelly

16:00 – 16:20

An epidemiologist’s life on the edge (of the science-policy
interface)

Tea/Coffee

Session 2: Chair, Michael Salter-Townshend

Contributed Talks
16:20 – 16:40

C. Pipper

Deriving estimands from flexible regression models in survival analysis

16:40 – 17:00

K. Burke

Semi-Parametric Multi-Parameter Regression Survival Modelling

18:30 – 20:00

Poster Session (sponsored by Zurich)

20:00 – 22:00

Dinner
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Tuesday, 16th May (Morning)
Session 3: Chair, John Hinde

Keynote Speaker
09:00 – 10:00 Peter McCullagh

Longitudinal models and survival processes
Contributed Talks

10:00 – 10:20

J. Haslett

Zero Inflation is Simpler than You Thought

10:20 – 10:40

G. MacKenzie

A critique of multi-collinearity diagnostics

10:40 – 11:00

C. Rohrbeck

Modelling Functional Dependence in Monotonic Regression

11:00 – 11:20

Tea/Coffee (sponsored by Axis Healthcare Consulting Ltd.)

Session 4: Chair, Andrew Parnell

Contributed Talks
11:20 – 11:40

K. Brosnan

Automated Gating of Cytometry Data via Markov Random
Fields

11:40 – 12:00

E. Wolsztynski

Strategies for the spatial characterisation of solid masses
from Positron Emission Tomography data

12:00 – 12:20

T. Mou

Empirical representation of the performance of an operational PET scanner

12:20 – 12:40

M. Fop

Model-based Clustering of Data with Measurement Errors

12:40 – 14:00

Lunch

5

Tuesday, 16th May (Afternoon)
Session 5: Chair, Nial Friel

Contributed Talks
14:00 – 14:20

A. Benson

A Bayesian approach to the analysis of dispersed count data

14:20 – 14:40

J. Hinde

Over/Under-dispersion, zero-inflation and Poisson-Tweedie
models

14:40 – 15:00

T. Lok Ng

Clustering of Counting Processes Data

15:00 – 15:20

M. Cauchi

The Importance of Data Science in Cancer and Disease Diagnostics: Bladder Cancer

15:20 – 15:40

R. McDowell

The use of multigroup multilevel segmented regression models to examine prescribing variation within the Preferred
Drugs scheme in Ireland

15:40 – 16:00

Tea/Coffee

Session 6: Chair, Michelle Carey

Contributed Talks
16:00 – 16:20

C. Donnelly

Incorporating covariate effects within phase-type distributions using an EM algorithm approach

16:20 – 16:40

R. Moral

A Diagnostic Plot for Bivariate Models

16:40 – 17:00

X. Bry

Supervised-Component Regression Methods

17:00 – 18:30

ISA AGM

20:00 – 22:00

Conference Dinner (sponsored by SIG)
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Wednesday, 17th May
Session 7: Chair, Kevin Burke

Keynote Speaker
9:00 – 10:00

Stephen Senn

Thinking Statistically. What Counts and What Doesn’t?

Contributed Talks
10:00 – 10:20

E. Daly

Decision-making in DMCs: A science or an art?

10:20 – 10:40

M. Salter-Townshend

Quantifying Genetic Drift in Admixed Human Populations

10:40 – 11:00

C. Carbery

Advanced computer technologies and their benefits for
Bayesian network learning

11:00 – 11:20

Tea/Coffee

Session 8: Chair, John Newell

Contributed Talks
11:20 – 11:40

M. Carey

Statistical Inference for the parameters of linear Partial Differential Equations defined over complex domains

11:40 – 12:00

K. Murphy

Infinite Mixtures of Infinite Factor Analysers: Nonparametric
Model-Based Clustering via Latent Gaussian Models

12:00 – 12:20

T.T. Mai

Pseudo-Bayesian Quantum Tomography with Rank Adaptation

12:20 – 12:40

A. Simpkin

A structured approach to modelling the effect of repeated
binary exposures on a high dimensional outcome: the effect
of early life adversity on DNA methylation in childhood

12:40 – 14:00

Conference Close - Lunch
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Invited Talk

Registry Studies in Organ Donation and Transplantation
Professor David Collett1
1

Associate Director Statistics and Clinical Studies, NHS Blood and Transplant

Abstract: Much of the evidence used to inform the development of organ transplantation in the UK comes
from analyses of observational data that make up a centrally maintained registry. After a brief overview
of the UK Transplant Registry, maintained by NHS Blood and Transplant, the use of this Registry in
the development of a new liver allocation scheme will be described and illustrated. The talk will cover
the formulation of an allocation scheme based on transplant benefit, the need to adjust survival models
that underpin the scheme to account for informative censoring, and the relative merits of new allocation
arrangements. For patients awaiting transplant, biomarkers of disease severity may be regularly updated.
The use of joint models to account for the dependence of time to transplant on longitudinal measures of
disease progression will also be described.

9

Invited Talk

An epidemiologist’s life on the edge (of the science-policy interface)
1

1

Professor Christl Donnelly

Professor of Statistical Epidemiology, Imperial College London.

Abstract: Ebola, MERS, pandemic influenza, SARS and Zika have all posed serious threats to our health
and economic wellbeing in recent years. In each of these cases, statistical (and more broadly mathematical)
epidemiologists contributed to top-level policy discussions of diseases control policy development, implementation and contingency planning. The methods build upon foundations of epidemiological modelling
and analysis of both human and animal diseases (HIV/AIDS, BSE, vCJD, bovine TB and foot-and-mouth
disease, among others). The potential impact of such analyses is enormous, but it can be challenging to
provide robust answers to key scientific and policy questions. In the midst of an epidemic response effort,
it really does feel like living on the edge.
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Contributed Talk

Deriving estimands from flexible regression models in survival analysis
Christian Pipper∗1 and Torben Martinussen1
1

Department of Public Health, University of Copenhagen, Denmark
∗
Email: pipper@sund.ku.dk

Abstract: When analysing time to event data the model complexity required to provide a reasonable fit to
the data often makes it hard to interpret model parameters. This in turn makes it hard to report effects of
risk factors based directly on model parameter estimates. In this talk we consider how to estimate simple
summary measures of effect based on complex regression models for time to event data. In particular, we
consider how to derive the causal odds of concordance based on the Aalen additive hazards model.

Introduction
In the majority of reported analysis of time to event data today Cox regression is used to summarize
effects in terms of adjusted hazard ratios. Even though the simplicity of this approach is up front
appealing it has several pitfalls. First of all the conditional nature of the effects may be somewhat
artificial in observational studies. Also the hazard scale is notoriously hard to relate to. Finally
and most seriously, the effects may in reality be varying with time on the hazard-ratio scale. One
such example is the AMI study (Stare et al., 2005). Here 1040 patients are followed from acute
myocardial infarction until death or censoring. If, in this study, effect of aspirin treatment is the
focus we need to further adjust for age at AMI due to confounding. However, the fit of the resulting
Cox model with these explanatory variables is questionable. Moreover, we would ideally like to target
the causal effect of aspirin treatment, which is not readily available since this is an observational
study with obvious confounding issues.

Methods
To accommodate time-varying effects we consider the Aalen additive hazards model (Martinussen
and Scheike, 2006), that is we assume that the potentially right censored death time T has hazard
λ(t, G = g, X = x) = β0 (t) + βG (t)g + xT βX (t),
where G denotes aspirin treatment and X denotes age at AMI. Moreover to assess the causal effect
of aspirin treatment we consider the potential outcome T̂ g that would have been observed had the
treatment intervention been g (Robins, 1986). According to the g-computation formula (Robins,
1986) the distribution of T̂ g is given as:
g

P (T̂ ) =

Z
P (T |G = g, X = x)dFX (x),

11

Contributed Talk

where FX denotes the marginal cdf of X. With the Aalen additive hazards model one may use this
to show that (Martinussen and Pipper, 2014):
P (T̂ 0 > T̂ 1 , T̂ 1 ≤ v) = p1 (B̃0 , BG ),
P (T̂ 1 > T̂ 0 , T̂ 0 ≤ v) = p0 (B̃0 , BG ),
Z t
B̃0 (t) = B0 (t) +
η(s)dBX (s)
0

Rt
Rt
Rt
where B0 (t) = 0 β0 (s)ds, BG (t) = 0 βG (s)ds, BX (t) = 0 βX (s)ds, and B̃0 (t) = B0 (t) +
Rt
η(s)dBX (s) with
0
R −B (t)T x
xe X
dFX (x)
.
η(t) = R −B (t)T x
e X
dFX (x)
By plugging in estimates of B0 , BG , BX , FX one may obtain an estimator of the causal odds of
concordance defined as
OCv = p1 (B̃0 , BG )/p0 (B̃0 , BG ).

Results and discussion
In this talk, we outline how large sample properties of the causal odds of concordance are derived
using modern empirical process theory. We apply the proposal to the AMI data and discuss the
effect of aspirin treatment using the causal odds of concordance. Finally we discuss some other
estimands and scenarios where the outlined approach may be useful. The talk is based no the paper
by Martinussen and Pipper (2014).

References
Martinussen, T. and Pipper, C.B. (2014). Estimation of causal odds of concordance using the Aalen
additive model. Scandinavian Journal of Statistics, 41, pp. 141 – 151.
Martinussen, T. and Scheike, T. (2006). Dynamic Regression Models for Survival Data. New York:
Springer.
Robins, J. (1986). A new approach to causal inference in mortality studies with sustained exposure
periods - application to control of the healthy worker survivor effect. Math. Model., 7, pp. 1393 –
1512.
Stare, J., Henderson, R., Pohar, M. (2005). An individual measure of relative survival. Appl. Statist.,
54, 115 – 126.
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Semi-Parametric Multi-Parameter Regression
Survival Modelling
Kevin Burke∗1 , Frank Eriksson2 and Christian Pipper2
1

Department of Mathematics and Statistics, University of Limerick, Ireland.
2
Department of Public Health, University of Copenhagen, Denmark.
∗
Email: kevin.burke@ul.ie

Abstract: We develop a log-linear model for survival data where the location and dispersion parameters
depend simultaneously on covariates (a practice we call “Multi-Parameter Regression” (MPR)), and the
baseline hazard function is completely unspecified, i.e, a semi-parametric MPR model. Using a combination
of martingale theory and empirical process theory, the model parameters and baseline hazard may be
estimated and confidence intervals may be produced.

Introduction
Multi-Parameter Regression (MPR) models are those in which covariates enter through multiple
distributional parameters, e.g., location and dispersion (in contrast to classical approaches where
covariates typically enter through a location parameter). In the context of survival analysis, MPR
models have been considered by Burke and MacKenzie (2016) where the flexibility of the approach
was illustrated using a Weibull MPR model (various other models have been implemented in the
mpr package in R (Burke, 2016)). However, assuming a parametric baseline hazard may not be
sufficiently robust to adapt to all situations we encounter in practice. Thus, we propose to extend
the work of Burke and MacKenzie (2016) to the case where the baseline hazard function is completely
unspecified, yielding a semi-parametric MPR model which, therefore, inherits the flexibility of multiparameter regression and the robustness of semi-parametric modelling.

Methods
We consider a log-linear model for the survival time log Ti = µi + σi i where µi = −β T xi , σi =
exp(−γ T xi ), xi is a vector of covariates, and the distribution of i is unspecified. Using martingale
theory (cf. Andersen et al. (1993)), we may develop efficient estimating equations for the regression coefficients and a Nelson-Aalen-type estimator of the baseline hazard function. Furthermore,
confidence intervals can be produced using empirical process theory (cf. Kosorok (2007)).

Results and Discussion
Early developments are very promising: we have found that the semi-parametric MPR model adapts
readily to a variety of observed survival structures. As a specific example, Figure 1 compares fitted
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models (Weibull MPR and semi-parametric MPR) to the Kaplan-Meier curves arising from a gastric
cancer study (considered previously by Stablein and Koutrouvelis (1985)); clearly, the semiparametric
MPR model is much closer to the data. Furthermore, our simulation work (not shown here) confirms
that the estimation equations produce unbiased estimates with confidence intervals achieving the
desired coverage.
Semi−Parametric MPR
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Figure 1: Kaplan-Meier (solid) and fitted (dash) survivor curves.

References
Andersen, P.K., Borgan, Ø., Gill, R.D., and Keiding, N. (1993). Statistical models based on counting processes. Springer.

Burke, K. (2016). mpr: multi-parameter regression (MPR). R package version 1.0.2 (cran.r-project.org/package=mpr).
Burke, K. and MacKenzie, G. (2016). Multi-parameter regression survival modeling: an alternative to
proportional hazards, Biometrics, DOI: 10.1111/biom.12625.
Kosorok, M.R. (2007). Introduction to empirical processes and semiparametric inference. Springer Science & Business Media.
Stablein, D.M. and Koutrouvelis, I.A. (1985). A two-sample test sensitive to crossing hazards in uncensored and singly censored data, Biometrics, pp.643–652.
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Invited Talk

Longitudinal models and survival processes
Professor Peter McCullagh1
1

Department of Statistics, University of Chicago.

Abstract: Medical investigations focusing on patient survival often generate not only a failure time for
each patient but also a sequence of measurements on patient health at annual or semi-annual check-ups
while the patient remains alive. Such a sequence of random length accompanied by a survival time is
called a survival process. Ordinarily robust health is associated with longer survival, so the two parts of a
survival process cannot be assumed independent. This talk is concerned with a general technique - temporal
realignment - for constructing statistical models for survival processes. A revival model is a regression model
in the sense that it incorporates covariate and treatment effects into both the distribution of survival times
and the joint distribution of health outcomes. It also allows the sequence of health outcomes to be used
clinically for predicting the subsequent trajectory, including the residual survival time. Details available at
arxiv.org/abs/1301.2699.
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Zero Inflation is Simpler than You Thought
John Haslett∗1 , Andrew Parnell2 and James Sweeney2
1

2

Trinity College, Dublin
University College, Dublin
∗
Email: jhaslett@tcd.ie

Abstract: Zero-Inflation refers to the common occurrence of an excess of zeroes in count data. In modelling
terms, inference for the parameter of the distribution πy (θ) - often from the Exponential family - is replaced
by inference for both parameters in a zero-inflated distribution π̃y (θ, κ). Typically this is defined through
a mixture formulation. A novel parameterisation shows that the π̃y (θ, κ) so defined is also from within the
Exponential family, rendering inference much simpler, both theoretically and algorithmically. The theory
extends to arbitrary discrete distributions - possibly multivariate - and flexible paramerisations. This paper
presents a brief introduction to this theory.

Introduction
Two alternative formulations are:
Mixture If y ∼ πy (θ) and J is binary, with P (J = 1) = q then define
Ỹ = Y if J = 1; and Ỹ = 0 if J = 0. Thus
π̃0 (θ, κ) = (1 − q) + qπ0 (θ) and π̃y (θ, κ) = qπy (θ)∀y 6= 0.
Odds Ratio Define the pmf π̃y (θ, κ) of Ỹ as:
π0 (θ)
π̃0 (θ, κ)
= (1 + κ)
and π̃y = ρπy ∀y 6= 0,
1 − π̃0 (θ, κ)
1 − π0 (θ)
where ρ = (1 + κπ0 )−1 is such that π̃y is normalised, and corresponds with q above.
If πy (θ) is in the Exponential family, the Odds Ratio formulation leads to
log π̃y (θ, κ) = I{y = 0}log(1 + κ) + yθ + Ã(θ, κ) + c(y)
. Thus the mixture distribution π̃y (θ, q), when parameterised as π̃y (θ, κ), is in the two-parameter
Exponential family! The natural parameters are (log(1 + κ), θ). Inference relies on observations of
(Ỹ , I{Ỹ = 0}).
This leads to simple MLE and to an intuitive EM algorithm. In the simplest case of iid data find
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that (κ̂, θ̂) are the solutions to:
π̃0 (θ, κ) =


n0
∂ X
; and to
wi log πyi (θ, κ) = 0
n
∂θ

I{yi =0}
1
with wi = 1+κ
. The latter is a weighted form of the regular maximum likelihood equations
for observations from the (non-inflated) πy (θ). Only observations with (yi = 0) are weighted; the
weight is P (‘ inflated zero’|Ỹi = 0). The EM algorithm has two steps: (i) given κ̂ find θ̂ from
weighted mle for πy (θ); (ii) given θ̂ find κ̂ such that π̃0 (θ̂, κ̂) = Obs. prop. zeroes. The full Fisher
Information is explicitly available.

These simple results generalise to include: arbitrary discrete distributions, to covariates for both
θ and κ; to multiple inflations, for example of 0 and N in Bin(p, N ); and to multivariate, zeroinflated, count data. In all cases: the determination of κ̂ is the first step has the intuitive form of
logistic regression of I{yi = 0} on πyi (θ̂); and the determination of θ̂ in the second step has the
form of weighted mle of the parameter θ of a regular (non-inflated) πy (θ). Thus no new software
is required, and both steps can avail of the classical tools of data analysis, such as model diagnostics.

The theoretical question
What is it about this formulation that renders a mixture into such a simple form?
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A critique of multi-collinearity diagnostics
Gilbert MacKenzie∗1 and Defen Peng2
1

2

CREST, ENSAI, Rennes, France.
Centre for Improved Cardiovascular Health, UBC, Canada.
∗
Email: gilbert.mackenzie@ul.ie

Abstract: Writing in JASA in 1992, Fox and Monette proposed methods for evaluating multi-collinearity
diagnostics in linear models using generalised variance inflation factors. We show that their methods
are inappropriate for GLMs with categorical covariates. Their methodology is invariant to the choice
of reference subclass. Consequently, their methods cannot evaluate multi-collinearity arising within a
categorical covariate. We illustrate the problem and show that the solution lies in using more traditional
methods based on the condition number of the relevant variance-covariance matrix.

Introduction
Fox and Monette (1992) (FM) investigate multi-collinearity via generalised variance inflation factors
(GVIFs) in the linear model
Y = β0 + β1 X1 + β2 X2 + 

(1)

where, X1 is a (n × k) design matrix and X2 is a (n × q) matrix representing a set of q additional
covariates. Their paper is much cited as showing that GVIFs are invariant to subclass choice. Here
we are concerned with the situation where X1 and X2 are (sets of) nominal categorical variables
when the design matrix X1 comprises k binary dummy variables. This representation occurs in
observational, social, medical and biostatistical applications when the numbers in the subclasses of
the categorical variables are not equal.

Methods
With p categories we shall have k = p − 1 dummy variables. Let the subscript r, denote the
reference category, ie, r ∈ {1, · · · , p}. Let (n1 , n2 , · · · , np ) be the observed frequencies relabelled
as (n0 , n1 , · · · , nk ). The corresponding p regression parameters are given by β 0 = (β0 , β1 , · · · , βk ).
We take X1 = X and X2 = 0, consider a single categorical variable with 3 categories and frequencies
P
(n1 , n2 , n3 ) with
nj = n and for exposition assume that (n1 > n2 > n3 ) , whence



(X 0 X)r=3

n

= n1
n2

n1
n1
0



n2
n


0  , (X 0 X)r=2 = n1
n2
n3

n1
n1
0



n3
n


0  , (X 0 X)r=1 = n2
n3
n3

n2
n2
0


n3

0 ,
n3

(2)
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Results
The matrices above arise by switching reference subclass - the subscript shows which subclass is the
reference. FM discard the constant as irrelevant and operate on the orthogonal (2 × 2) sub matrices
whence the VIF=1 for each r, implying no multi-collinearity. However, for the (2 × 2) and the
(3 × 3) matrices the eigenvalues are different resulting in different condition numbers. For example,
for (30,20,10) the condition numbers for the (3 × 3) matrices are 5.23, 4.04. 3.39 respectively. Lets
change the allocation to (2,8,50), then the condition numbers for the (3 × 3) matrices are 5.66,
8.56, 12.80 respectively - showing increasing multi-collinearity with decreasing subclass numbers.
However, the VIFs are unchanged at 1!
This simple analysis shows that FM’s methods cannot be applied to categorical covariates as they
do not measure the correct quantities - they are effectively mute on the multi-collinearity arising
within categorical covariates. The problems persist with GVIFs.

Discussion
It seems that many statisticians believe everything in a statistical model is invariant to reference
subclass choice. That this is clearly not the case, is evident from our simple analysis above. However,
worryingly, it seems that the consequences of modelling with categorical covariates are not fully
understood. Accordingly, it is hoped that this paper will improve practice and enable more robust
statistical models to be built.

References
Fox, J. & Monette, G. (1992). Generalized collinearity diagnostics. JASA: 87, 178–183.
MacKenzie, G. & Peng, D. (2016). Multi-collinearity diagnostics for GLMs with categorical covariates.
JASA (submitted).
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Modelling Functional Dependence in Monotonic Regression
Christian Rohrbeck∗1 and Deborah Costain1
1

Department of Mathematics and Statistics, Lancaster University
∗
Email: c.rohrbeck@lancaster.ac.uk

Abstract:
We consider the simultaneous estimation of several monotonic regression functions while accounting for
potential similarities in their functional shapes. We propose a two-step algorithm to derive the functional
levels at a set of data points. First, the regression functions are assumed to be independent and existing optimization-based monotonic regression methodology is used. Based on the initial estimates, we
solve a convex optimization problem which borrows statistical information between functions efficiently.
Performance of our approach is illustrated via simulations and a case study.

Introduction
Monotonic regression is applied, for instance, when analyzing dose-response relationships (Royston,
2000). Various techniques, e.g. Barlow and Brunk (1972) or Shively et al. (2009), exist to infer
on a single monotonic function. Here, an extended setting with several monotonic, multivariate
functions is considered. Such scenarios have generic relevance, for instance, to estimate doseresponse curves which vary with a patient’s genotype. Rather than using data from patients with
identical genotype only, information should be shared across similar genotypes to improve estimates
and reduce uncertainty. In the following, interest lies in estimating the monotonic functions while
accounting for potential similarities in their levels.

Methods
We start with the monotonic regression problem for a single function, similar to the one by Barlow
and Brunk (1972). They estimate the functional levels at the observed data points via a convex
optimization problem with monotonic constraints. If no similarity between functions is assumed, this
optimization problem can be solved individually for each function. The objective function of the full
optimization problem then derives as the sum of the individual objective functions.
To impose similarity on the functions, additional terms are added to the objective function of the
optimization problem which penalize pair-wise differences in the functional levels. In particular, the
penalty terms are convex and, hence, the objective function is still convex. The penalty terms are
derived based on an initial solution obtained by assuming no similarity between functions. Since
the conclusive optimization problem is convex, its solution can be derived via an iterative algorithm
which updates each function in-turn while keeping the other ones fixed.
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Results
We perform several studies to illustrate the benefits of our approach. Figure 1 shows a simulation
setting with two functions which share similarities in the lower functional levels. Responses are
Gaussian distributed with their mean varying in the explanatory variable according to the defined
functions. The plot indicates that our approach provides a better estimate at the lower functional
levels and does not oversmooth otherwise. More examples will be presented in the talk.

Conclusion
We present an efficient algorithm which estimates several monotonic functions while exploiting
similarities in their levels to improve estimates, if these exist.
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Abstract: The lack of a robust statistical analysis toolbox for flow cytometry (FCM) has restricted the
deployment of a world-leading sensor technology. We propose a statistical tool that automates the analysis
of FCM data, by exploiting the underlying structure of the collated data. The methodology utilizes the
classic Ising model to produce a probabilistic map across a discrete lattice grid. This results in a distribution
free method for identifying homogeneous cell populations that is not restricted by the shape, size and
orientation assumptions. The approach is demonstrated on two publicly available datasets, providing
comparison to other automated gating procedures in the literature.

Introduction
FCM is a technology that simultaneously measures and analyses multiple physical and chemical
characteristics of single cells as they flow in a fluid stream through a beam of laser light. The
gating stage of analysis, the identification of homogeneous cell populations, is performed using
expert opinion rather than by employing a unified statistical framework. The increased volume and
complexity of FCM data resulting from advances in the technology greatly boosts the demand for
reliable statistical methods and accompanying software implementations for analysis.

Methods
One aspect of FCM data which has not been properly exploited until now is the integer valued
nature of such data, resulting from the technology used to record it. Given this structural layer each
pair of recorded variables can be visualised as a 2-dimensional image. The Ising model (Chandler,
1987) utilises this lattice structure segmenting the image into regions, each containing a unique subpopulation of the recorded cells. The Ising model also provides a probabilistic map of the grid on
which the FCM data lies, allowing additional inferences to be drawn. In addition, spatial smoothing
and multi-resolution approaches overcome the issue of sparsity often observed in FCM data.

Results
The results will provide a visual and statistical comparison of the sub-populations identified utilising
the current t-mixture approach (Lo et al., 2008) and our proposed methodology on the publicly
available Rituximab (Brinkman et al., 2007) and Graft-versus-Host-Disease (Gasparetto et al., 2004)
FCM datasets.
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Figure 1: Gating of the Rituximab data via t-mixture and Ising model approaches.
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Strategies for the spatial characterisation of solid masses from Positron
Emission Tomography data
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Abstract: In a number of cancer settings, the determination of baseline diagnostic and treatment pathways
involves the analysis of Positron Emission Tomography (PET) imaging data. Traditionally, the scans
are evaluated in simple quantitative or even qualitative terms. In recent years, a range of statisticallyrooted techniques have been emerging that allow for more in-depth assessment. A growing number of
contributions demonstrate the potential prognostic relevance of model-based and texture-based analysis.
These approaches yield a potentially large array of novel quantitation variables that may compete with, or
complement each other in a prognostic context. We explore whether and how these methodologies may
be combined, focusing on examples of their prognostic significance in three cancer types, namely sarcoma,
glioma and lung carcinoma.

Introduction
PET imaging offers an unmatched opportunity to assess specific metabolic features of a tumour
such as avidity, heterogeneity and oxygenation, to assist diagnosis and therapy. PET images are
routinely summarised into a suite of first-order statistics such as metabolically active volume and
mean or maximum radiotracer uptake, whose prognostic significance has been established for a range
of cancers, but more can be done. A number of spatial analysis techniques are considered for further
characterization, with particular focus on intratumoral heterogeneity. Some approaches consist in
measuring the goodness-of-fit of the observed PET tracer uptake distribution from a reference
pattern, e.g. spherical (Hofheinz et al (2015)), or fit an adaptive structure to it (O’Sullivan et al
(2011)). Another prevalent framework, termed radiomics, relies on image texture variables such as
entropy and homogeneity.

Methods
A range of model-based tumour descriptors such as uptake heterogeneity, local phase of metabolic development, gradient of metabolic variation and spine linearity can be extracted from semi-parametric
spatial models of the 3D PET tracer uptake distribution. In parallel, Haralick texture features are
computed from grey-level co-occurrence matrix approximations of the joint uptake distribution, as
in Desseroit et al (2016). Prognostic validation of these spatial descriptors is established via Cox
proportional hazard models along other routine patient information. Beyond the validation of clin24
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ically relevant prognostic models, we also explore the potential relationships between these novel
quantitators via exploratory multivariate analyses.

Results
The statistical validity of PET-derived spatial variables is illustrated for sarcoma, lung carcinoma
and brain glioma cohorts. Case studies are also considered to illustrate the difficulties and opportunities that combining these techniques may bring in terms of clinical interpretation. Furthermore,
considerations of the potential multivariate relationships between variables yield the following observations: model-based variables tend to separate from texture ones, although correlations may be
found across these groups; and interactions are likely to change with model selection.

Conclusion
The diversity of spatial analysis techniques available from diagnostic imaging calls for a better understanding of their combined role in describing disease nature and progression. Beyond their prognostic
value, spatial descriptors must be elected and combined carefully to construct interpretrable, unambiguous multivariate models.
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Abstract: Improved understanding of noise correlation can be very useful for quantitative analysis of
PET data. Building on our recent work examining the role of the Gamma distribution in representing
iteratively reconstructed PET data, we construct autoregressive (AR) type models to represent the 3-D
spatial correlation structure of normalized PET measurements. The approach is based on regressing each
voxel value on its neighbours’ ones. The first and second order neighbours are considered. Due to the large
data size, a random sample of voxels and their corresponding neighbours are used to fit the AR model. The
fitted model is applying to all the voxels and the residuals are analysed for guiding on selection of the sample
size and the number of neighbours. To validate the model, the residuals are also analysed for white-noise
properties. The performance of the proposed method is demonstrated on the FBP and EM reconstructed
PET data of physical phantoms. The method can be adapted to provide a very practical mechanism for
routinely simulating PET images with noise characteristics associated with quantitative PET studies.

Introduction
POSITRON emission tomography (PET) is widely used in the clinical management of many cancers
- in staging, therapy planning and evaluation of therapy response. Improved understanding of noise
correlation can be very useful for quantitative analysis of PET data. Building on our recent work
producing normalized residuals associated with a Gamma-based probability transformation of the
iteratively reconstructed PET data (Mou et al., 2015), we construct autoregressive type models to
represent the 3-D spatial correlation structure of normalized PET measurements.

Methodology
Let µx be the normalized PET measurement at a 3-D voxel x and N (x) = {x0k , k = 1, 2, ..., K} a
collection of appropriately defined neighbours of the voxel x. We consider the following autoregressive
(AR) model:
K
X
ux +
βk ux0k = x , (1)
k=1

where x ’s are the Gaussian white noise. The AR coefficients {βj } are estimated by the least squares
method, based on a sample of Ns voxels x’s in the volume for which the complete neighbour data
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are also available. Once the AR coefficients are determined, the regression residuals
rx = ux +

K
X

β̂k ux0k

k=1

can be evaluated over all voxels for which the neighbours are also available. The residuals can be
examined for consistency with white noise. Using the convolution property of the Fourier transform,
(1) can be re-written as: i.e.
f˜(β)ũ = ˜
Hence we can simulate the normalized 3-D PET data ux as the inverse Fourier transform of ˜/f˜(β),
where ˜ is the Fourier transform of a 3-D Gaussian white noise process x and f˜(β) Fourier transform
of the AR model (estimated) coefficients.

Results and Conclusion
The proposed model has been applied to real PET imaging data of physical phantoms and simulated
PET data. The results shows that the proposed model can capture the spatial autocorrelation in the
PET data. The method can be adapted to simulate PET images with noise characteristics associated
with quantitative PET studies. It suggests a very practical way to quickly quantify uncertainties in
PET measurements.
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Abstract: In several applied problems, the observed data may consist of measurements of an underlying
unobserved physical phenomenon accompanied by measurement errors. In such situations, considering the
uncertainty associated with the observed data can lead to a better representation of the underlying process.
We propose a model-based clustering framework in the presence of measurement errors where it is assumed
that the observed data are noisy realizations of a latent phenomenon. Astrophysics is a field where such
type of data is common and we present an application of the model to the classification of gamma-ray
bursts.

Introduction
Model-based clustering is a popular approach for clustering of multivariate data. However, the
approach ignores the measurement errors associated with the data. In some situations such errors
are readily available and incorporating them in the model may lead to a better clustering and a
better representation of the underlying phenomenon that generated the data.

Model-based clustering with measurement error
The model assumes that the observed data are a noisy realization of a latent random variable
Y ∈ RM whose distribution is a mixture of K Gaussian densities. Let xi = {xi1 , . . . , xij , . . . , xiM }
be the vector of observed measurements and wi = {wi1 , . . . , wij , . . . , wiM } the corresponding
estimated measurement errors. The data generating process postulated by the model is the following:
xi | Yi ∼ N (Yi , wi )
Yi ∼

K
X

τk N (µk , Σk )

k=1

The aim is to recover the underlying mixture distribution and to perform clustering of the observed
measurements. An EM algorithm is implemented for parameter estimation and the setting allows for
parsimonious Gaussian models as in Celeux and Govaert (1995). The framework can be naturally
extended to handle the case where the measurement errors are correlated and may depend on the
group structure. Implications and modelling strategies in this context will be discussed.
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Gamma-ray burst data
Gamma-ray bursts (GRB) are extremely energetic phenomena occurring outside the Milky Way.
Classification of GRB based on their observable properties may provide additional information about
the physical nature of these objects, however it is still an open question whether a two-classes or a
three-classes system is more appropriate; see Mukherjee et al. (1998) for example. We apply the
proposed method to GRB data and it is shown that incorporating the measurement errors in the data
analysis gives further insights about the classification and the characteristics of these phenomena.

Conclusion
To the authors knowledge, little work has been done for clustering multivariate data with measurement errors: Kumar and Nitin (2007), Chaudhuri and Bowmik (1998). We propose a model-based
framework that allows the incorporation of the available error information in the clustering process.
The method is quite general and future work will be discussed.
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A Bayesian approach to the analysis of dispersed count data
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Abstract: The Conway Maxwell Poisson (CMP) distribution, a generalisation of the Poisson distribution,
allows one to model under or over dispersed data. The CMP likelihood contains an intractable normalising
term thus rendering Bayesian inference using standard techniques impossible. We introduce a novel sampling algorithm to generate a draw from the CMP likelihood. We illustrate how this allows one to carry
out Bayesian inference, thereby overcoming the intractability of the likelihood. The work can be extended
to doubly-intractable Bayesian GLMs where the CMP response is assumed to depend upon exogenous
covariates.

Introduction
Count data often exhibits over or under dispersion whereby the variance-to-mean ratio (VMR) is
significantly different from 1. The Poisson distribution only permits equidispersion (VMR = 1), that
is, assumes equality of mean and variance. The CMP distribution (Conway and Maxwell, 1962) is
a dual-parameter generalisation of the Poisson distribution to allow for over and under dispersion.
The CMP likelihood,
1
f (y|µ, ν) =
Z(µ, ν)



µy
y!

ν
,

µ > 0,

ν ≥ 0,

(1)

however contains an intractable normalising constant
Z(µ, ν) =

∞  y ν
X
µ
y=0

y!

.

(2)

In a Bayesian framework, the intractability of (2) prevents traditional inference methods from being
used to infer the parameters µ and ν. The normalised posterior,
1
π(µ, ν|y1 , . . . , yn ) =
Zπ

n
Y
i=1

1
Z(µ, ν)



µyi
yi !

ν !
π(µ, ν),

(3)

contains two intractable constants; Zπ from the posterior and Z(µ, ν) from the likelihood, making
Bayesian inference for the CMP a doubly-intractable problem.
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Proposed solution
In this work, we introduce an exact method to sample from the CMP distribution. This novel sampling method is derived from an intractable variant of rejection sampling and provides an efficient
method to draw exact, independent samples from the CMP distribution at any parameter level. This
exact sampling method allows the intractable normalising constant (2) to be unbiasedly estimated
in an importance sampling step. For Bayesian inference of the CMP (3), we use this unbiased estimation technique to extend the exchange algorithm (Murray et al., 2006) by replacing all intractable
ratios, of the form
Z(µ, ν)
,
Z(µ0 , ν 0 )

(4)

with unbiased estimates. Furthermore, the CMP is a member of the exponential family of distributions and using exogenous covariate information with an appropriate link function, we extend our
CMP Bayesian inference method to doubly-intractable GLMs and demonstrate using the covariates
to estimate the intractable ratios (4).

Conclusion
A number of datasets from the CMP literature (Shmueli et al., 2005) will be analysed using our
method in order to demonstrate efficient CMP Bayesian inference. A doubly-intractable Bayesian
GLM example will also be presented where covariate information is included to model a CMP
response. Poisson Bayesian inference is often performed on large datsets and we show how our
algorithm scales well to large datasets despite the presence of the likelihood intractability.
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Over/Under-dispersion, zero-inflation and Poisson-Tweedie models
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Abstract: We consider overdispersion, zero-inflation and the less common underdispersion in count data
and propose the family of Poisson-Tweedie models as a unified modelling framework.

Description
The standard distributions for the analysis of count and proportion data are the Poisson and binomial
distributions. Frequently, in practice they are too restrictive in that the variability in the data is either
significantly greater (overdispersed) or less (underdispersed) than that implied by the models variance
function. For the analysis of count data, Nelder and McCullagh (1989) says that overdispersion is the
norm and not the exception and this has been well studied, see Hinde and Demétrio (1999) and many
subsequent articles presenting a wide range of distributions. Although less common, underdispersion
can arise, typically from dependent responses. For instance, when there is competition between
plants and animals this can induce negative correlation in temporal and spatial counting processes.
Here we will also consider how underdispersion can occur as a result of features of the underlying
counting, or data collection, process. The range of distributions for modelling underdispersed count
data is relatively limited, although models can be derived in specific situations.
A class of general models is presented based on Poisson-Tweedie factorial dispersion models with
variance µ + φµp , where µ is the mean, φ and p are the dispersion and Tweedie power parameters, respectively. This class of models provides a flexible and comprehensive family including many
standard discrete models. The family provides for modelling of overdispersed count data, including
Neyman Type A, Polya-Aeppli, negative binomial, Poisson-inverse Gaussian and Hermite distributions, and can also accommodate zero-inflation and underdispersion. For a general approach we
consider an extended version of the Poisson-Tweedie model and discuss estimation of regression,
dispersion and Tweedie power (variance function) parameters. A full description of the approach is
given in Bonat et al. (2017).

References
Bonat, W., Jørgensen, B, Kokonendji, C., Hinde, J. and Demétrio, C.G.B. (2017)
Extended POisson-Tweedie: properties and regression models for count data.

32

Contributed Talk

Hinde, J. and Demétrio, C.G.B. (1998) Overdispersion: Models and estimation. Computational Statistics and Data Analysis. 27, 151–170.
McCullagh, P. and Nelder, J.A. (1989). Generalized Linear Models. Chapman and Hall.

33

Contributed Talk

Clustering of Counting Processes Data
Tin Lok James Ng∗1 and Thomas Brendan Murphy1
1

School of Mathematics and Statistics, University College Dublin, Ireland
∗
Email: tin-lok.ng@ucdconnect.ie

Abstract: Model based clustering techniques have been widely used in many applications where sample
observations consist of multivariate data taking values in Rp , p ≥ 1. Recently, clustering techniques for
functional data have been proposed where the observation is a stochastic process taking values in an infinite
dimensional space. In comparison, clustering methods for count processes data are under-developed. This
paper introduces a generative mixture model based on Poisson process for clustering of count processes
data.

Introduction
In various applications, one typically observes a collection of count processes data, where each count
process consists of event times observed over a fixed time interval. Some examples are occurrence
of natural disasters in various locations, observed times of failure of multiple light bulbs, temporal sequence of action potentials generated by neurons. Compare to clustering finite dimensional
observations and functional observations, clustering techniques for count process data are underdeveloped. In this paper, we propose a mixture Poisson process model for count process data
observed in a fixed time interval [0, T ), where each mixture component g is a non-homogeneous
Poisson process governed by an intensity function λg (x), x ∈ [0, T ).

Methods
A mixture of Poisson processes model is developed to analyse a collection of count processes data.
The proposed model is an extension of the Poisson mixture model proposed in Cǒme and Oukhellou
(2014), which is used to analyse Paris bike sharing system. Our approach incorporates a Gaussian
process prior on the intensity functions {λg }G
g=1 , where G is the number of clusters or intensity functions. The Gaussian process prior can enhance the smoothness of the resulting intensity estimates.
We adopt the EM algorithm to estimate the intensity functions and clustering of count processes.
Standard error of the estimated intensity functions are estimated using the Jackknife approach, and
a cross-validated likelihood approach (Smyth, 2000) is applied to perform model selection.

Results
We apply the mixture of Poisson process model to analyse two real data sets, the Washington bike
sharing scheme data set and the Reality Mining data set. In the former case, bike stations are
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clustered according to their temporal dynamics over a week with respect to the number of returned
bikes. In the latter case, students and faculty in MIT Media Laboratory and MIT Slogan business
school are partitioned according to their temporal dynamics over 15 weeks with respect to the
number of outgoing calls made.

Discussion
A general framework to model and cluster count processes data has been proposed for which penalised likelihood and EM algorithm are practical to implement. The modeling framework can be
generalised and extended. For example, in some applications, such as natural disaster modeling, the
occurrence of an event affects future arrivals for some period of time. In such scenarios, alternative
point processes such as Renewal process and Hawkes process are more appropriate.
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Abstract: The field of data science is ever-expanding, more so in biomedical applications. The diagnosis of
bladder cancer involves an invasive procedure and is expensive. A non-invasive approach involves measuring
the volatile analytes in patients urine via laboratory instrumentation (e.g. gas chromatography mass
spectrometry) in conjunction with machine learning algorithms to attain optimal models that can distinguish
between patients with cancer and urological diseases. Promising results will be reported.

Introduction
In 2012, bladder cancer was classed as the 7th most common cancer in the UK with under 11000
cases diagnosed1. Early diagnosis is vitally important if chances of survival are to be increased.
Cystoscopy with biopsy is the gold standard technique employed for bladder cancer diagnosis but
this is highly invasive, costly and time consuming. Other approaches can be employed such as urine
cytology but it has a low sensitivity (22% to 52%).
Recent studies have shown that volatile organic compounds (VOCs) present in the headspace of
urine could be used as diagnostic biomarkers, and thus lead to a non-invasive technique2. Electronic
noses have shown potential for such diagnoses3 but are not apt for identifying specific compounds
and can suffer from irreproducibility. Gas chromatography mass spectrometry (GC-MS) is one such
laboratory technique which is able to separate a mixture of compounds (GC) and subsequently
identify each compound by subjecting to fragmentation (MS) thus generating copious amounts of
data. These are then processed via multivariate statistical and machine learning techniques, and the
outcome is presented here.

Methods
• 72 patients diagnosed with transitional cell carcinoma (TCC) and 205 control patients supplied
urine samples which were frozen immediately.
• All urine samples were measured on a GC-MS instrument in triplicate.
• Pre-processing of data involved normalisation against an internal standard, exploratory data
analysis via principal components analysis (PCA), and alignment via correlation optimised
warping (COW).
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Dataset
C3 v TCC

Model
PLS-DA
SVM Lin
RF

% Overall
76.85
78.78
73.57

% Specificity % Sensitivity
74.41
78.95
74.51
82.46
66.15
80.52

Table 1: Performance of the models for C3 (urological diseases) versus TCC (cancer). TCC incorporates grades 1, 2 and 3.
• Cross-model validation optimisation was performed via partial least squares discriminant analysis (PLS-DA), support vector machines (SVMs) and random forests (RFs).

Results and Discussion
The results (Table 1) show the optimized models have successfully distinguished C3 (urological
diseases) from TCC (cancer). All results were shown to be statistically significant when subjected
to Monte-Carlo simulations.

Conclusion
The application of GC-MS in conjunction with machine learning techniques offers a highly feasible,
non-invasive procedure for the diagnosis of bladder cancer from other diseases, and has been shown
to be an improvement on urine cytology.
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Introduction
Segmented regression models are commonly used to analyse interrupted time series, such as effects
associated with a public health intervention. They can be extended to clustered and/or multigroup
data, thus enabling the testing of relevant hypotheses which take account of the structure of the data.
These models were used to examine the impact in a cohort of older adults of guidelines introduced
in April 2013 concerning prescribing of the preferred Proton Pump Inhibitor (PPI) (Lansoprazole).

Methods
Prescribing data for adults 65 years and over was obtained from 41 Irish general practices between
Jan 2011-Sept 2015. For each patient, the number of PPI prescriptions, and the proportion attributable to Lansoprazole, per quarter, per practice was calculated. Two groups of participants
were studied, those who had PPI prescriptions both pre- and post-introduction of the preferred drug
guidelines (April 2013), and those who had prescriptions after April 2013 only. The proportion of
PPI prescriptions attributable to Lansoprazole was modelled over the course of the study period for
each group using segmented regression, with relevant parameters constrained to zero in the second
group. Random effects were also incorporated at both the person and practice level as appropriate
in order to examine patient- and practice-level variation further.

Results
Of the 22,270 patients in the cohort, 6,908 (31.0%) had PPI prescriptions both before and April 2013
and 4,337 (19.5a%) from April 2013 onwards. 84.8% of these (9,532) had at least two prescriptions
over the study period. The odds of an individual PPI prescription being for Lansoprazole in the
first group just prior to introduction of the guidelines was 0.30 (SE 0.02), (probability 23.3%)
and 0.33 (SE 0.02) (probability 24.6%) afterwards, an increase which was of borderline statistical
significance (p = 0.05). Prescribing of Lansoprazole continued to increase after April 2013 in this
group (p < 0.001). The odds of an individual PPI prescription being for Lansoprazole in April
2013 among patients who had not received PPI prescriptions prior to April 2013 was 0.51 (SE 0.04)
(probability 33.8%), significantly higher than the other group at the same time. However prescribing
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did not continue to increase in this group (p = 0.16). Practices which prescribed Lansoprazole in
April 2013 in patients who were in receipt of PPIs prior to this also tended to prescribe Lansoprazole
in newer PPI patients (Correlation 0.34, p < 0.001). Most of the variation observed in the outcome
was due to differences between patients rather than practices. Between-patient variance fell slightly
among from 4.12 prior to April 2013 to 4.02 afterwards in patients already in receipt of PPIs, however
variation between patients who did not have PPIs in the two years prior to April 2013 was much
lower (2.55).

Conclusion
The preferred drugs scheme has had a modest impact in the prescribing of Lansoprazole, particularly among older adults who did not have PPI prescriptions in the two years before guidelines
were introduced. Furthermore variation between patients has reduced. Segmented regression with
random effects allows for a comprehensive framework within which relevant clinical hypotheses can
be examined. The models above could be expanded to include practice and patient-level covariates
in an attempt to account for variation observed.
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Incorporating covariate effects within phase-type distributions using an
EM algorithm approach
Conor Donnelly∗ , Lisa M. McFetridge and Adele H. Marshall
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∗
Email: cdonnelly756@qub.ac.uk

Abstract: Phase-type distributions describe the time to absorption of a Markov model with a single
absorbing phase. This research further develops the EM algorithm approach to fitting phase-type distributions, adapted so as to allow for covariate effects to be incorporated within the model in order to evaluate
their influence on the transition rates through the system represented by the phase-type distribution. In
order to limit the number of unknown parameters within the model, and to avoid the identifiability problems associated with fitting such distributions, standard techniques for incorporating covariates make the
assumption that the effect of a covariate is constant across all transitions through the system. However,
as the EM algorithm provides a more stable approach to fitting phase-type distributions, it is therefore
possible to relax this restrictive assumption, meaning further insight into the effect of a covariate can be
obtained, in comparison to the standard approaches employed within the literature.

Introduction
Phase-type distributions are an increasingly diverse set of probability distributions capable of representing the time to absorption of a homogeneous Markov chain with a single absorbing phase.
The distribution is defined by two sets of parameters: y ∼ P H(p, T), where p is a 1 × n row
vector indicating the probability of beginning the Markov process in each of the n transient states,
and T is an n × n generator matrix indicating the transition rates among the transient states of
the system, Neuts (1981). The parameters are estimated by fitting the phase-type distribution to
a set of absorption times, meaning the transition intensity matrix of the underlying Markov chain,
T, can be estimated without the need to explicitly make repeated observations on each individual’s
transition through the system, as would be necessary when fitting a typical Markov model. Fitting a
phase-type distribution of n phases to the death times of individuals suffering from some disease, for
example, uncovers n underlying stages of the survival process. From the estimate of T, inferences to
be made regarding the rates of flow of individuals through this unobserved state space, representing
distinct stages of the disease’s progression, providing additional information pertaining to how an
individual behaves before experiencing their event of interest. This makes phase-type distributions
particularly advantageous in scenarios where there are known underlying stages of a survival process
but where the information relating to the transitions amongst these stages is missing or unobserved,
making a typical Markov modelling approach unfeasible.
While phase-type distributions originate from queueing theory literature, recent applications to
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typical survival analysis problems has encouraged the development of ‘phase-type regression models’,
which allow for the possibility of incorporating covariate effects within the model so as to evaluate
their influence on the individuals’ rates of flow through the system represented by the phase-type
distribution, Tang et al. (2012). However, in order to aid the fitting procedure of the model and
overcome the identifiability issues which are common when fitting phase-type distributions, current
approaches make the restrictive assumption that the covariate effect is constant across all transitions,
limiting the information which can gained from the model.

Methods and Conclusions
This research further explores the EM Algorithm approach to fitting phase-type distributions, Asmussen et al. (1996), where the primary focus is to extend the current methodology to allow for
covariate effects to be estimated, as is possible within the more popular but less robust Nelder-Mead
approaches.
It is proven that the EM algorithm approach is less susceptible to the identifiably issues which
plague many of the alternative fitting procedures and thus provides a more stable method of maximising the likelihood of the distribution. Consequently, the current restrictive assumptions of the
phase-type regression models are relaxed, allowing a more through understanding of the effect of
the covariates on each of the transitions through the system to be established.
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A Diagnostic Plot for Bivariate Models
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Abstract: When using univariate models, goodness-of-fit can be assessed through many different methods,
including graphical tools such as half-normal plots with a simulation envelope. In the bivariate case,
however, it is often difficult to detect extreme points and verify whether a sample of residuals is a reasonable
realisation from a fitted model. We propose a new framework, implemented as the bivrp R package,
available on CRAN, using the same principles of the simulation envelope in a half-normal plot, but as a
simulation polygon for each point in a bivariate sample.

Introduction
For both univariate and multivariate models, it is possible to obtain summary goodness-of-fit statistics to compare model fits. However, while they are useful for comparing models fitted to the same
data, they cannot be used to inform on the suitability of a particular model to the data. In this case,
diagnostic analyses play a significant role. For univariate models, a possible alternative is the use of
half-normal plots with simulation envelopes (Moral et al., in press). Here, we extend this approach
to bivariate models. Our proposal makes it possible for one to graphically examine whether the
observed data is a plausible realisation of the fitted model.

Methodology
Let yi = (y1i , y2i )> be a vector of bivariate responses to which a model is fitted. Also, let ri =
(r1i , r2i )> be the vector of bivariate model diagnostics (e.g. residuals, Cook’s distances, leverages).
Then, a very basic and straightforward way of ordering the bivariate diagnostics is by calculating
the angle αi = tan−1 (r2i /r1i ) they form with the origin (see Figure 1(a)), to obtain the ordered
diagnostics r(i) = (r1(i) , r2(i) )> . Here, the ordering is done not to define extremes, but to aid in the
s
s >
simulation process. We then simulate 99 bivariate response variables yis = (y1i
, y2i
) , s = 1, . . . , 99
from the fitted model, using the same model matrices, error distribution and fitted parameters,
and refit the same model to each simulated sample, obtaining the same type of model diagnostics
s
s
rs(i) = (r1(i)
, r2(i)
)> , ordered by the angles they form with the origin. We have, for each bivariate
diagnostic r(i) , 99 simulated bivariate diagnostics rs(i) (see Figures 1(b) and (c)), forming the whole
cloud of simulated diagnostics (see Figure 1(d)). We then obtain the convex hulls of each set of the
s sets of points and obtain a reduced polygon whose area is 95% of the original convex hull’s area,
forming the simulated polygon (see Figure 1(e)). The points are then connected to the centroids of
their respective simulated polygons and, if they lie outside the polygons, they are drawn in red (see
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Figure 1(e)). For the final display, the polygons are erased so as to ease visualization (see Figure
1(f)).
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Figure 1: Producing the bivariate residual plot with simulation polygons.

Example and discussion
We illustrate our approach with three examples. The first example uses simulated bivariate normal
data, the second a real bivariate count dataset, and the third uses simulated data from a binomialPoisson mixture. We conclude with a brief discussion of this and alternative approaches, highlighting
any potential drawbacks.

Conclusion
We do not rule out other forms of diagnostic checking, either analytical or graphical. Our approach
represents a potentially helpful framework for assessing goodness-of-fit for bivariate models.
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Supervised-Component Regression Methods
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Abstract: We propose a flexible unifying way to base any type of regression model on a set of supervised
components. This fulfils three demands of a high-dimensional framework: regularisation of the model,
robust prediction formulas, and rich interpretation of the explanatory model. The general principles have
been applied to multi-block Linear Models and Generalised Linear Models, including the Cox regression
model. Extensions to mixed models are mentioned.

Introduction
Let Y, X1 , ..., XR , T be variable-blocks describing the same units. Y consists of responses y k , k = 1, . . . , q,
to be predicted from the regressors in X1 , ..., XR , T through a GLM matching the type of the y’s (Fahrmeir
and Tutz (1994)). For all r, Xr contains pr regressors, with possibly pr > n. T is a block of few nonredundant extra-covariates. The high dimension of each Xr demands that it be reduced to the useful
predictive information, and that Y ’s model be regularised with respect to Xr (but not to T ). Ridge
(Tikhonov and Arsenin, (1977)) and LASSO (Tibshirani (1996)) regularise generalised linear regressions
(GLR) by penalising the norm of coefficient vectors β’s and by tuning the penalty coefficient to the optimal
value through cross-validation (CV). Ridge does not yield a predictor that is easily interpretable, while
LASSO’s variable selection may lead to a lack of robustness. By contrast, we propose to search each Xr
for a suitable number of strong uncorrelated components frh = Xr uhr ; h = 1, ...Hr , both interpretable
and predictive of Y .

The general principles
1. Structural relevance of a component. A metric matrix Mr is associated with each block Xr , and
component frh = Xr uhr is subject to kuhr k2M −1 = 1. The strength of frh is then measured through
r
P
1
h 0 N uh )l l , where the N ’s are s.p.d. matrices
its Structural Relevance (SR): φ(uhr ) =
(u
j
j
r
r
j
encoding the type of structures of interest in Xr and l is a parameter tuning the locality of bundles
to be considered of such structures.
2. Goodness-of-fit (GOF). The GOF of the model is measured through a positive increasing function
of its likelihood, and denoted ψ((uhr )r,h ).
3. We combine the GOF with the SR of components in a product to avoid sensitivity to size. Given that
∀r, Hr components are wanted in block Xr , and denoting ∀r, m : Frm = [fr1 , ..., frm ], component
frh is currently obtained through:
m
sr
uhr = arg max ψ 1−s (((um
t )t6=r,m≤Ht , (ur )m≤h−1 , u)) φ (u)
u, u0 Mr−1 u = 1
0

Frh−1 Xr u = 0
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where s =

P

r sr .

This maximisation is nested within an algorithm iterating it over blocks until

convergence of the criterion is reached.
4. Once calculated F = [F1H1 , ..., FRHR ], a GLR is performed of every y k on F , yielding linear predictor
P
η k = r≤R,h≤Hr Xr uhr γrh,k + T δ k , which allows CV of the model.
5. The unambiguous ranking of components with respect to both the criterion and the block-structure
allows CV-based backward-selection of the useful components.

Conclusion and perspectives
These principles have been applied to linear models, using the R2 as GOF, giving the THEME method (Bry
and Verron (2015)), which can deal with complex models involving several response-blocks. They have
also been applied to GLM, giving SCGLR (Bry et al. (2013)) and THEME-SCGLR (Bry et al. (2016-a)).
More recently, they have been to Cox’s regression, using the partial likelihood as GOF, giving SCCoxR (Bry
et al. (2016-b)). Simulation as well as application to real data showed that such Supervised Component
regression methods led to components improving the interpretation of explanatory models, and a prediction
quality greater or equal to that of penalised GLR. R-packages are available for THEME and SCGLR. Chauvet
et al. (2016) have undertaken the extension of the SC Regression methods to mixed models, which imply
an in-depth adaptation of the algorithms. Available results show the same qualities.
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Thinking Statistically. What Counts and What Doesn’t?
Professor Stephen Senn1
1
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Abstract: Statistics is a subject that abounds in notorious controversies. In this lecture I shall consider four
examples out of a number that I have encountered during my career, three of them of a rather theoretical
nature but one purely practical, and attempt to offer a resolution in each case. The examples are: - The
covariate error puzzle: is ANCOVA invalid if the covariates are measured with error? - The sequential
summary conundrum: is conventional frequentist meta-analysis invalid if the trials were sequential? Dawid’s selection paradox: do Bayesians need to adjust for the fact that treatments have been chosen
because the effects were extreme? - The positive bias controversy: are editors biased in favour of positive
trials given that the observational data seem to show they are not? I shall try convince the audience that
my views on these controversies are correct. Whether or not I succeed in doing so, I hope to convince them
that writing down a model and examining its consequences is not necessarily the best way to understand
them. I shall also try and draw some general lessons about the way that we teach or should teach statistics.
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Decision-making in DMCs: A science or an art?
Erika Daly1∗
1

Director Biostatistics, ICON Clinical Research, Dublin, Ireland.
∗
Email: Erika.Daly@iconplc.com

Abstract: Data Monitoring Committees (DMCs) are independent groups of experts who conduct regular
reviews of the research protocol, clinical trial data and statistical analyses. DMCs have a responsibility to
both patients (in terms of safety) and to the sponsor (in terms of trial credibility). In this presentation,
three case studies will be discussed where the decision made by the DMC didnt always go according to plan.
The implications of the decision from a statistical and operational perspective will be discussed, together
with recommendations on how the issues can be prevented from reoccurring in future trials.

Introduction
Data Monitoring Committees (DMCs), also known as Data Safety Monitoring Boards (DSMBs), are
independent groups of experts who conduct regular reviews of the research protocol, clinical trial
data and statistical analyses. They have access to the unblinded data for their review, while the
rest of the study team and sponsor remain unaware of the true treatment assignments in the trial.
Based on the result of these reviews the DMC advises sponsors on any risks or signals relating to
patient safety and on the validity and scientific merit of continuing a trial. It is always within the
remit of a DMC to recommend the early termination of a clinical trial if there are concerns about
patient safety. It can also be within the power of the DMC to recommend stopping a trial early due
to futility (a very low probability of a successful trial outcome, even if the trial completed) or for
overwhelming evidence of efficacy.
Because of the power to recommend the early termination of a trial for multiple reasons, clear
guidelines or stopping rules are defined upfront to determine how the DMC will identify if a trial
should be stopped. This paper presents three case studies where the science of hard rules was not
appropriate, and a subtler art of decision-making was needed, based on the expertise, experience
and judgement of the DMCs involved.

Case Studies
In the first case study, the DMC recommended that the trial could be stopped for efficacy following
the interim analysis review. Recruitment immediately stopped but patients already in the trial
continued to conclusion. When the final analysis was performed, the significant results observed at
the interim analysis could not be replicated. The difference was found to be related to major protocol
deviations that were not seen at the time of the interim analysis. This change in inferences between
interim and final analysis, after stopping for efficacy, highlights the importance of considering data
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quality when making decisions in DMCs.
In the second case study, the DMC had the authority to stop the trial at an interim analysis if
sufficient evidence was available of the superior efficacy of the test drug over the reference. At
the planned interim analysis the statistical stopping boundary was crossed. However, the DMC
decided to continue the study based on review of the totality of the data, rather than relying on the
single p-value from the stopping boundary. The third and final case study focuses on sample size
re-assessment by a DMC. After the interim analysis, the DMC recommended increasing the sample
size by 33%, in order to obtain statistically precise, conclusive and significant study results. However,
due to slow recruitment the sponsor decided to stop recruitment prematurely. The sample size for
the final analysis was close to the original planned sample size before the re-assessment. When this
data was analysed, there was conclusive evidence that the null hypothesis could be rejected, despite
not having the number of patients the DMC had deemed necessary to draw this conclusion. When
the DMCs recommendation to increase the sample size was disseminated to the study team, this
introduced an operational bias that impacted the results, leading to the difference in conclusions
from the interim and final analyses.

Conclusion
While it is essential that the scope of the DMCs decision-making powers are pre-defined and documented, it is also necessary to realise that to be effective DMCs need to be more than just a
machine-learning algorithm. In balancing the safety of trial participants with credibility and validity
of statistical results, DMC members need to consider more than just a p-value, especially when trial
conduct has not gone completely to plan. Having members with the experience and expertise to
apply both the art and the science of decision-making as necessary is crucial to the effective conduct
of DMCs in clinical trials.
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Abstract: Population genetics is concerned with the shared variation across sub-populations of a species.
Admixture events occur when genetically drifted populations come together, with drift referring to the
differences in the frequencies of mutations across populations. Recombination of chromosomes during
meiosis leaves a tell-tale signal in the patterns of mutations that can be used to quantify historical admixture
events. Most modern human populations display signals of admixture within the last few thousand years.
Given an accurate model for such data, the focus in this work is in quantifying the unobserved genomes of
the ancient populations that were ancestral to the modern individuals we observe.

Introduction
The frequency of mutations follows a diffusion within a randomly mating population, so that some
mutations are at significantly different frequency across populations. If two or more such drifted
populations come together, the resulting descendants are admixed. Due to the process of recombination, contiguous chunks of their genome are inherited intact from one mixing population or the
other.
Local ancestry models infer or estimate the ancestry of these chunks in each individual along the
genome. This is done by fitting haplotype copying models of the Li and Stephens (2003) variety
where admixed genomes copy from donor haplotypes that act as approximate surrogates for the
ancestral populations. Hidden Markov Models are used, based on the processes of recombination
and point mutations. Such models have been shown to be highly accurate, and we draw on results
from Salter-Townshend and Myers 2017. However quantification of the explicit relationship between
ancestral and modern populations has lagged application of such models.

Methods
Wright’s fixation index Fst is a measure of the population differentiation due to genetic structure
and is used to quantify drift between two populations:
Fst =

HT − HS
HT

(1)

HS is expected heterozygosity (proportion of individuals carrying one mutation and one non-mutation)
within subpopulations and HT is the expected heterozygosity in the total population. Thus it measures the reduction in heterozygosity due to drift between the populations. Similar populations have
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lower Fst values.
To estimate Fst we form partially observed de-admixed genomes from the admixed genomes. We
then adapt the Weir and Cokerham 1984 unbiased estimator of Fst to allow for changing size of
populations along the genome. Finally, we summarise the relationship between the de-admixed
genomes and all modern populations to represent a drifted version of each admixing population as
a weighted sum of the modern populations.

Results
Table 1: Sample result: Fst values for the closest 4 modern populations to each of the two inferred
mixing populations ancestral to Hazara people. The results demonstrate a clear admixing event in
the early 1300s between a clearly Mongol like population and populations from the Fertile Crescent.
Iranian
Turkish
Lezgin
Adygei

0.0073
0.00791
0.00938
0.0098

Mongola 0.00654
Xibo
0.00767
Daur
0.00839
Oroqen
0.00938

Discussion
We quantify the relationship between unseen drifted populations that mixed and were ancestral to
modern populations using unbiased estimates of the Wright fixation index Fst . We report results
that provide historical mass migration events with a context relevant to extant human populations.
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Abstract: Probabilistic graphical models are an attractive approach used for modelling complex systems,
as the nature of the network allows uncertainty in the system to be accounted for. In particular, Bayesian
networks, and their temporal extension, Dynamic Bayesian networks, are investigated. Difficulties often
arise in the learning procedure, as the computational complexity of the network increases exponentially
with each new variable. This can lead to a restriction on the number of variables to be included in the
network and results in a network that is not truly representative of the system. This research wishes to
demonstrate how these methods can benefit from using advanced computer technologies for implementing
various learning algorithms, resulting in faster computation and the ability to handle larger data sets with
an increased number of variables.

Introduction
Real-world systems generate an abundance of data which can often result in standard approaches
failing to model and analyse the data appropriately. The issue now is how the information can be
extracted from the dynamically changing, ever growing data. The importance of investigating the
dynamic change of a system in regards to time advances is crucial in many domains and the need
for faster, larger and more powerful computer technologies has drastically increased. There is now
an opportunity for statistical research to benefit from using hardware technologies for implementing
large scale models. This interdisciplinary research aims to present a structure for statisticians to
utilise the technology to improve their models in relation to scale, speed and throughput.

Methodology
Bayesian networks (BNs) are a type of probabilistic graphical model that can be used to capture
complex relationships between variables in a system, Koller et al.(2009). These graphical models
allow uncertainty in the system to be modelled appropriately. Dynamic Bayesian networks (DBNs)
are an extension to BNs, that can be used to provide an insight into complex systems that involve
sequential or data that changes with time. The process for learning a DBN involves the construction
of a static BN at the first time instance and the associated parameters. This indicates that an
improvement in the learning procedure of BNs will carry through for the learning of DBNs. There
are a wide range of algorithms for learning different aspects of the network i.e. the structure,
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parameters and then using the network for performing inference. Each of these algorithms have
issues with computational complexity as the number of variables in the model increases, Murphy
(2002). This research will provide information on the issues associated with the learning algorithms
and how the implementation onto advanced hardware can improve this process.

Application and Results
Advanced computer hardware such as Field-Programmable Gate Arrays (FPGAs) and Graphics Processing Units (GPUs) have demonstrated their capabilities in the engineering and computer science
fields, Woods et al. (2009). FPGAs and GPUs have now captured the interest of those in the
statistical fields of research, however there is often an issue with the programming aspect of these
computer technologies. This work will highlight the capability of implementing statistical models, in
particular Bayesian networks, onto advanced hardware. Throughout the literature there are standard
Bayesian networks that can be used as a benchmark for comparing and verifying algorithms Koller
et al.(2009). One such network will be used for comparison between the implementation options
with a focus on the computational complexity and speed. Upon demonstrating the relevance of
computer technologies for statistical research; the development and utilisation of an FPGA platform
for a key Bayesian Network learning algorithm will be discussed to highlight how this is beneficial
for large scale Dynamic Bayesian networks.
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Abstract: Partial differential equations (PDEs) are commonly used to model complex dynamic behaviour
in applied sciences. The forms of these PDEs are usually proposed by experts based on their prior knowledge
of the dynamic system. The parameters of the PDEs often have interesting scientific interpretations, but
their values are often unknown, and need to be estimated from noisy measurements of the dynamic system.
We describe an extension of the parameter estimation for differential equations using generalized smoothing
methods described in Ramsay et al. (2007) to estimate the parameters defining a PDE over a complex
domain.

Introduction
Spatial temporal data are abundant in many scientific fields. In many instances, the spatial data are
accompanied by partial differential equations (PDEs). These PDEs determine the theoretical aspects
of the behaviour of the physical, chemical or biological phenomena considered. The parameters of the
PDEs are typically unknown and must be inferred from data or expert knowledge of the phenomena
considered.
To combine the information attained from the theoretical behaviour described by the PDE and the
observed behaviour denoted by some experimental data, it is necessary to estimate the unknown
parameters of the PDE from the observed data.

Methods
We use a triangulation to divide the domain of interest into a mesh of small simple triangular
elements. We wish to triangulate the data locations (xi , yi ,) for i = 1, . . . , n, so that each point is
a triangle vertex and that the resulting triangles are well shaped as in all the triangles are similar in
size. This can be obtained by a Conforming Constrained Delaunay Triangulation (Shewchuk, 1996).
Now we have partitioned the domain of interest into small disjoint sub-domains we can define Bspline functions, B̃d , on each of these sub-domains in such a way that the union of these pieces
closely approximates ẑ ≈ B̃d c.
We wish to obtain an estimate ẑ of z that takes into account the observations z and the estimated
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surfaces adherence to a PDE.
J(c|θ, ρ) =

0 

1−ρ
z − B̃d c
z − B̃d c + . . .
n
"
#2
Z
ρ
∂ 2 B̃d
∂ B̃d
∂ B̃d
∂ 2 B̃d
∂ 2 B̃d
0
− θ3
− θ4
− θ5 B̃d c dΩ.
c θ0
+ θ1
− θ2
A Ω
∂x2
∂y 2
∂x ∂y
∂x
∂y
(1)

If ρ = 0 then the corresponding estimated function ẑ is the least squares approximation of the data
and hence does not depend on the PDE. However, as ρ → 1, ẑ tends to the particular solution of
the PDE that best approximates the data.
Subsequently, the estimated PDE parameters θ can be obtained by minimizing the dynamic modelfitting criterion

0 

H(θ|ρ) = z − B̃d ĉ(θ, ρ)
z − B̃d ĉ(θ, ρ) ,
for fixed ρ, where ĉ(θ, ρ) is the minimizer of (1).

Conclusion
The literature on the inverse problem whereby one estimates the parameters of a PDE based on
observations of the state variables is relatively sparse in the statistical literature. We propose
an extension of the parameter cascading method which we compare to the alternative existing
collocation and numerical approaches.
Our simulation studies show that the proposed method is more statistically efficient than the existing
approaches. We also estimate the PDE parameters that best describe the time series of mean daily
temperature for 151 weather stations, distributed across Croatia, throughout the period 2008-2009.
Ramsay, J. O., G. Hooker, D. Campbell, and J. Cao. (2007). Parameter estimation for differential
equations: a generalized smoothing approach. Journal of the Royal Statistical Society: Series B
(Statistical Methodology), 69, pp. 741 – 796.
Shewchuk, J. R. (1996). Triangle: Engineering a 2d quality mesh generator and delaunay triangulator.
In: Applied computational geometry towards geometric engineering, pp. 203 – 222. Springer.
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Abstract: Gaussian mixture models for high-dimensional data often assume a factor analytic covariance
structure within mixture components. The number of clusters, G, and latent factors, Q, remain fixed
when clustering via such mixtures of factor analysers (MFA), and must be pre-specified. The pair which
optimises some model selection criterion are typically chosen. Within such an intensive model search,
only models in which Q is common across clusters are generally considered. Here the infinite mixtures of
infinite factor analysers (IMIFA) model is introduced, which allows each cluster have different numbers
of cluster-specific factors Qg and facilitates automatic, simultaneous inference on G (using Pitman-Yor
processes, the stick-breaking construction, and slice sampling) and each Qg (using novel shrinkage priors
and adaptive Gibbs sampling). Application to high-dimensional spectral metabolomic data illustrates the
methodology and its performance.

Introduction
Rather than fitting a range of MFA models and choosing the optimal one according to some criterion,
the proposed IMIFA model presents a Bayesian nonparametric approach to fitting factor analytic
mixtures that obviates the need for information criteria entirely, therefore providing a flexible, computationally efficient alternative.

Methods
Estimating the optimal Qg is achieved by considering MFA in a Bayesian framework, and assuming
a multiplicative gamma process shrinkage prior (Bhattacharya & Dunson, 2011) for the clusterspecific factor loading matrices, λg . This allows theoretically infinitely many factors, with loadings
increasingly shrunken to zero as the column index increases: the number of non-negligible columns
in λg can be seen as the effective number of factors in each cluster. Identifiability issues are
addressed using the parameter expanded approach of Ghosh & Dunson (2008) and Procrustean
rotation methods, in order to ensure sensible posterior mean parameter estimates.
This is embedded in a nonparametric infinite mixture model by assuming a Pitman-Yor prior
PY (α, d, H0 ), a two-parameter generalisation of the Dirichlet process, with concentration parameter
55

Contributed Talk

α, discount parameter d, and base distribution H0 given by the factor analytic mixture. This has its
own stick-breaking representation, whereby the cluster mixing proportions πg are viewed metaphorically as pieces of a unit-length stick that is sequentially broken in an infinite process (Sethuraman,
1994):
∞
X
πg MVN (xi ; θg )
vg ∼ Beta(1 − d, α + gd), θg ∼ H0 , f (xi ) ∝
g=1
g−1

πg = vg

Y
(1 − vl ),
l=1

H=

∞
X

πg δθg ∼ PY (α, d, H0 )

g=1

An independent slice-efficient sampler (Kalli et al., 2011) is employed to deal with the problematic
issue of handling countably infinite numbers of values in the PY mixture model. This auxiliary
variable method preserves the marginal distribution of the data but makes finite the number of
clusters to be sampled at each iteration. The true G is estimated by the number of non-empty
clusters visited most often, with cluster-specific inference conducted only on samples corresponding to those visits. Conjugate prior distributions for model parameters, with additional layers for
hyperparameters, ensure that sampling proceeds mostly via efficient Gibbs updates.

Results and Conclusion
Performance is assessed on high-dimensional metabolomic data consisting of 189 spectral peaks
from urine samples from a study of just 18 subjects; half have epilepsy and half are controls.
IMIFA correctly identifies the presence of two clusters and uncovers their membership perfectly.
The additional complexity in the model for the epileptic group is notable; more latent factors are
required than for the control group. All results were obtained via the accompanying R software
package IMIFA.
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Pseudo-Bayesian Quantum Tomography
with Rank Adaptation
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Abstract: We study quantum state (density matrix) reconstruction, a crucial task in quantum information
computing and processing. Bayesian methods are known to be reliable and good procedure for this problem
[Blume-Kohout, 2010 ], however the problem of defining a prior distribution in general is not straightforward.
We propose a novel low-rank prior distribution for density matrices and introduce Bayesian estimators based
on pseudo-likelihoods. The statistical analysis for these estimators is studied: one of them reaches the best
up-to-date known rate. Numerical performances are also tested on simulated and real data.

Introduction
A system spin- 12 of n qubits is represented by a complex 2n × 2n density matrix ρ. This matrix
is self-adjoint (i.e. ρ† = ρ), semidefinite positive and has Trace(ρ) = 1. Additionally, it often
makes sense to assume that the rank of ρ is small [Gross et al., 2010 ], and physicists are especially
interested in pure states of which rank(ρ) = 1.
Each qubit can be measured following one of the 3 Pauli observables σx , σy , σz . The outcome for
each will be 1 or −1 randomly. Thus for a n qubits, we have 3n possible experimental observables
and 2n possible outcomes in total. Let Ra denote a random outcome vector of an experiment setting
indexed by a. For each a, the experimenter repeats m times the experiment corresponding to a and
a
thus collects m independent random copies of Ra , say R1a , . . . , Rm
. We will refer to (Ria )i∈{1,...,m},∀a
as D (for data).

Pseudo-Bayesian estimation
We study the pseudo-posterior mean. The pseudo-posterior is defined by
π̃λ (dν) ∝ exp [−λ`(ν, D)] π(dν).
The pseudo-likelihood being exp [−λ`(ν, D)], it plays the role of the empirical evidence. The term
`(ν, D) can be specified by the user and λ > 0 is a tuning parameter.
i.i.d

The prior The prior distribution on density matrix ν, π(dν), is defined by: Let V1 , ..., Vd ∼
uniform distribution on the unit sphere and (γ1 , ..., γd ) ∼ Dir(α1 , ..., αd ) the Dirichlet distribution
P
with parameters α1 , . . . , αd > 0. Put ν = di=1 γi Vi Vi† .
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Results
We consider 2 different distance for `(ν, D): (i) Distance between the probabilities: the different
between the theoretical probabilities and its empirical parts; and (ii) Distance between the density
matrices: the theoretical density and the least square estimator.
Using PAC-Bayesian analysis [Catoni, 2007 ], we show that these 2 estimators are consistency: one
of them reach the best known up-to-date rate.
Numerical experiments show that our estimators outperform the classical least square estimator. In
comparison with the thresholding procedure in [Butucea et al., 2015 ], our estimators return better
results, except the rank-1 case where the thresholding estimator works pretty well.

Discussion
One of our estimators can be extended to study in the setting of incomplete measurement and this
will be the objective of future project. We refer to [Mai & Alquier, 2017 ] for more details.
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Abstract: When investigating the association between repeated binary exposures and a later outcome we
must consider the correlation of repeated measures. Including all variables in the same model will lead to
multicollinearity. Further, we may wish to test different hypotheses, such as the accumulation of exposure
over time, or the effect of single exposures in so-called critical periods. For a multidimensional outcome, as
in the case in epigenetic data (i.e. roughly 485,000 outcomes), issues are exacerbated. Here we investigate
a structured lifecourse approach which uses least angle regression (LARS, Efron et al 2004) and the LASSO
to select between competing correlated hypotheses.

Introduction
Childhood adversity (e.g. poverty, abuse, family disruption) is a common and potent determinant of mental health across the lifespan. Accumulating evidence suggests adversity may become
programmed molecularly, altering gene expression. Epigenetics is the study of change due to modifications of gene expression. DNA methylation is a form of epigenetic change which has received
growing attention since measurement in population studies has become economically viable. Here
we investigate the effect of adversity in early life (measured at up to seven times per child) and DNA
methylation at over 485,000 positions on the genome (known as CpG sites), in order to gauge the
impact of timing and type of adversity on gene expression.

Methods
To compare multiple correlated hypotheses, we used an innovative two-stage structured lifecourse
modelling approach (SLCMA) (Smith et al 2015). The method utilises a modified least angle
regression model (LARS) to implement the LASSO and select the optimal hypotheses for each of
the 485,000 CpG sites in turn. Data were available from the Accessible Resource for Integrated
Epigenomics Studies (ARIES), which measured DNA methylation in 1000 children at birth, age 7
and age 17.
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Results
40 CpG sites were significantly and differentially methylated following exposure to adversity (Figure
1). 38 of these were associated with the developmental timing of exposure, with the greatest
concentration during infancy (age 0-2). Financial stress and neighbourhood disadvantage were the
two adversities that were associated with the greatest number of differentially methylated loci.
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Figure 1: Descriptive statistics of the adversity variables (left) and number of CpG sites with evidence
of association by timing and type of adversity (right)

Conclusion
The SLCMA provides an unbiased way to compare multiple competing theoretical models simultaneously and identify the most parsimonious explanation for the observed outcome variation. We found
the developmental timing of exposure to adversity explains more variability in DNA methylation than
the number of time points exposed or the recency of exposure. Infancy (age 0-2) appears to be a
critical period when exposure to adversity shapes DNA methylation profiles.
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Abstract: Identifying rare incidents, observations or extreme cases is an important aspect in several
different application domains, e.g. detecting extreme biomarker levels in elite athletes. In this paper, we
propose an algorithm to calculate an extremeness or anomaly score based on the notion of data depth and
Chebyshevs inequality.

Introduction
Intuitively, an anomaly is an observed value that deviates from the majority of data points in a
dataset. An anomaly may be detected by identifying a cut-off over which an observation will be
considered as anomalous. Goldstein & Uchida (2016) recommend the k-nearest neighbours (kNN)
algorithm for global anomaly detection and local outlying factor (LOF) for local anomaly detection.
Both methods are computationally intensive and problems can arise when selecting optimal k. We
propose an algorithm to automatically calculate the extremeness of each observation in a multivariate
dataset using data depth and Chebyshevs inequality.

Methods
Chebyshevs inequality tells us that for any arbitrary probability distribution and real number k, a
proportion of 1 − 1/k 2 values are within k standard deviations of the mean. A depth function is
a non-negative function that gives centre-outward ordering of multivariate observations. Assuming
each observation of a multivariate dataset is a point in p-dimensional Euclidian space, the Euclidian
norm of the points could provide extremeness of an observation. To propose our algorithm we have
used a modified version of type-C depth function defined by Zuo & Serfling (2000). In particular,
the modified Euclidian depth (ED) is ED(o, x1 , x2 , xn ) = (1 + D(o, x1 , x2 , , xn ))−1 where o is the
origin at zero and x1 , x2 , , xn are the n individual p-dimensional data points in the n × p dataset.
D(.) is the Euclidian distance between the origin and any point. To calculate the cut-off values we
used robust location and scale measurement in Chebyshev’s inequality. The steps of the proposed
algorithm:
• Apply min-max normalization, (x − min(x))/(max(x) − min(x)) to all variables to make
them unit free and then calculate Euclidian norm of each point
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• Calculate Euclidian depth of each point using the depth function ED(.), normalise it and then
calculate median and median absolute deviation (MAD)
• Calculate two cut-offs λ1 = M ed(ED(x)) − 2M AD(ED(x)) and λ2 = M ed(ED(x)) −
3M AD(ED(x))
• The values of ED(x) below λ1 but greater than λ2 are defined as potential extreme values.
Values of ED(x) less than λ2 are defined as extreme values
To validate our proposed algorithm we have used a benchmark breast cancer dataset proposed by
Goldstein & Uchida (2016). We compared the result of the proposed algorithm with the previously
recommended kN N algorithm sensitivity, specificity, Matthews correlation coefficient (MCC) and
F 1 score as an evaluation metric.

Results
In the breast cancer dataset, the proposed algorithm resulted in an MCC of 0.76 and F1 score
of 0.74, with sensitivity = 1.0 and specificity = 0.98, Using the previously recommended kN N
approach gave lower MCC = 0.49 and F1 score = 0.74, with sensitivity = 0.90 and specificity =
0.94.

Conclusion
The proposed algorithm can identify anomalous observations from a multivariate dataset and performs better than the existing recommended algorithm. Moreover, the proposed algorithm is also
computationally faster than any other existing approach and does not require the selection of optimal
number of neighbours.
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Abstract: Last year the New England Journal of Medicine (NEJM) set up the SPRINT Data Analysis
Challenge, inviting researchers to re-analyse the data used in the published article, “A Randomised Trial
of Intensive versus Standard Blood-Pressure Control”. The aim was to investigate whether a fresh look
to the dataset would result in the identification of novel findings that would contribute to the advance of
medical science. By setting up this challenge, which was open to the world-wide research community, the
journal also intends to initiate a debate among the relevant parties exploring the advantages of such an
initiative. In this presentation, an overview of the results of the authors’ contributed statistical analyses are
presented, and the implications that a similar enterprise might have for other clinical trials are discussed.

Introduction
The SPRINT clinical trial (2015), which resulted in a change of guidelines for hypertensive therapy,
compared intensive management of systolic blood pressure (SBP) (target< 120 mmHg) with standard management (target< 140) in non-diabetic patients with high blood pressure. The main results
showed that the intensive group had significantly lower risk of the primary outcome (a composite of
cardiovascular events) with a hazard ratio of 0.75 for the intensive group (95% CI 0.64 to 0.89).
However, some clinicians have expressed their concern that what was defined as “treatment as
usual” in the trial, where SBP was kept at an average of 135 mmHg in the standard group, did not
correspond with the standard care for these patients, who had, in many occasions, BP medications
removed (or dose reduced) in order to keep the SBP at those levels.

Methods
According to the experts in cardiovascular-disease risk management, this artificial suppression could
potentially have a detrimental effect on the risk of the primary outcome. To test the hypothesis that
the hazard ratio (HR) reported in SPRINT could be partially explained by the non-standard practice
of removing BP medications, an adjusted HR (0.81) was obtained where medication removal was
included as a time-dependent covariate in a Cox proportional hazard model (See Figure 1)
In addition to this, an extensive simulation was performed to deduce the BP trajectory that might
have been observed in SPRINT controls under a more standard definition of usual care, where BP
medications in the control arm were removed with the same frequency as observed in the treatment
arm. The simulation assumed that future SBP was related to long-run average prior BP via a
regression spline, fit using SPRINT controls with additional adjustments for addition and removal of
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Figure 1: Left) Hazard ratio (intensive/standard), as originally reported in the SPRINT trial, and
adjusted hazard ratio (adjusting by medication removal). Right) Non-standard withdrawal of antihypertension medication by treatment arm.
medications at previous visits, number of medication classes, age, gender, race and BMI. The average
SBP at visits at least 6 months post trial initiation was 134.4 in the simulated trajectories, compared
to 135.4 for the observed SPRINT controls, indicating a modest long-term lost anti-hypertensive
effect due to the BP management strategy used in the control arm of SPRINT.

Conclusions
In total, over 150 research teams have participated in this challenge, and the winners will present
their findings at a NEJM summit on April 2017. Although this initiative has undoubtedly many
positive aspects, perhaps a more restrictive hypothesis driven entry requirement would be more
desirable, to ensure the validity of any findings, and to avoid data driven ad hoc analyses.
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Abstract: Bayesian model choice is often based on the statistical evidence, the integral of the un-normalised
posterior distribution over the model parameters which is rarely available in closed form. The issue of
estimating the evidence is even more complicated if the likelihood is intractable, as is the case for Gibbs
random fields. Composite likelihoods offer a tractable approximation and can be used within a Bayesian
approach, but the resulting approximation has significantly lower variability than the true posterior. Building
on previous work on efficient adjustments of the composite likelihood, we adapt widely used computational
methods for estimating the model evidence to pursue Bayesian model selection of Gibbs random fields.

Introduction
Gibbs random fields typically involve a likelihood which relies on an intractable parameter dependent
normalising constant. Examples are the Potts model, used to model the spatial distribution of
binary random variables defined on a lattice and the Exponential random graph model (ERGM) for
social network analysis. Posterior parameter estimation for Gibbs random fields presents considerable
difficulties because the likelihood function

exp θT s(y)
q(y | θ)
,
=P
f (y | θ) =
T
z(θ)
y∈Y exp {θ s(y)}

T

θ s(y) =

d
X

θj sj (y) ,

j=1

is typically intractable for all but trivially small lattices/graphs. Here s : Y → Rd are sufficient
statistics based on the adjacency matrix y and θ ∈ Θ ⊆ Rd are the model parameters. Consider a
spatial situation where we observe binary data y = {y1 , . . . , yn } ∈ {−1; 1}n on the lattice υ × ν,
n(n−1)
where n = υν. The normalizing constant z(θ) is a summation over all 2 2 possible realizations
of the lattice and it becomes analytically unknown for moderate sized lattices. Here we substitute
the f (y | θ) with a surrogate, called composite likelihood, that shares similar properties with the
full likelihood. The pseudolikelihood, fPL (y | θ), is a special case of the composite likelihood.

Methods
Let g : Θ → Θ be an invertible and differentiable mapping. Ribatet et al. (2012) suggest to
use adjusted composite likelihood functions in the Bayesian context to define a composite posterior
distribution that approximates the true intractable posterior distribution π(θ | y); the adjustments
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involve a modification of the mode and the curvature around the mode of the composite likelihood.
Define θ̂M LE = arg maxθ log f (y | θ) and θ̂M P LE = arg maxθ log fPL (y | θ). We approximate the
intractable likelihood with
f˜(y | θ) = fPL (y | g(θ)) = fPL (y | θ̂M P LE + W (θ − θ̂M LE )),

W ∈ Rd .

We choose the transformation matrix W that satisfies
∇2θ log f (y | θ)|θ̂M LE = W T ∇2θ log fPL (y | θ)|θ̂M P LE W,
where ∇2θ log f (y | θ) = −Vy|θ [s(y)]. The true posterior distribution is now approximated by
π
e(θ | y) =

f˜(y | θ)p(θ)
f˜(y | θ)p(θ)
=R
.
˜(y | θ)p(θ) dθ
π̃(y)
f
Θ

Results
We first assess the efficiency of the approximation π̃(y) with a simulation study using Potts models,
where the true marginal likelihood π(y) is available. Further, we incorporate f˜(y | θ) to popular
computational algorithms for estimating the model evidence (Friel and Wyse, 2012), in order to
compare different ERGMs for social network analysis.
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Abstract: The increase in numbers of patients arriving to Accident and Emergency departments in conjunction with long waits for patients requiring inpatient admission has resulted in frequent overcrowding.
This research reviews the existing literature on attempts to quantify overcrowding, and focuses on developing a measure which is sufficiently generalisable to be used across different hospitals. The proposed
measure has the potential to act as a comparable metric between hospitals.

Introduction
Hospital emergency departments (EDs) are the key access point for individuals requiring urgent
medical attention. The number of presentations to EDs in Australia continues to increase, with
an overall upsurge of 14% between 2011 and 2016, AIHW (2016). High attendance places EDs
under significant pressure to treat patients within government mandated performance targets - the
proportion of patients in 2016 seen ‘on time’ in South Australian EDs was 66%, falling 23% of
the four-hour National Emergency Access Target (NEAT), AIHW (2016). Increased presentations
to hospital, combined with lengthy waits associated with locating beds for ED patients requiring
admission, has resulted in overcrowding within Australian EDs, Richardson and Mountain (2009). In
addition to problems with meeting the NEAT targets, research has shown that overcrowding in EDs
is associated with adverse outcomes for patients, Sprivulis et al. (2006). Developing a measure of
overcrowding or busyness would allow hospital service planners and clinicians to anticipate periods
where the ED is approaching crisis, and therefore respond with timely interventions.

Methodology
EDs are described as busy or overcrowded when the demand for patients requiring treatment exceeds
the quantity of some resource such as hospital beds or medical staff, Hwang et al. (2011). Despite
agreement on the general definition of overcrowding, there is a lack of consensus in the literature on
a method for measuring it, resulting in a diverse range of proposed metrics. The most popular is the
National ED Overcrowding Study (NEDOCS) tool, Weiss et al. (2004). Several researchers have
indicated issues with the generalisability of NEDOCS, indicating that the measure is not scaleable
beyond its original development context, Hwang et al. (2011). This research explores a novel method
of measuring ED busyness, with a focus on generalisability and reproducibility between hospitals.
The new measure is developed using data spanning two years from an ED in South Australia. The
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results are compared with the NEDOCS score for validation purposes, in addition to the relationship
between busyness and length of stay in the ED.

Discussion
This research proposes a new method for measuring ED busyness, with a focus on generalisability
between hospitals. Quantifying busyness will allow hospitals to identify time periods where the
busyness is acute, thereby enabling forward planning of strategies to alleviate the problem. Future
work involves validation of the new measure with data from another ED.
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Abstract: Bovine Tuberculosis (bTB) is an endemic zoonotic disease mostly affecting cattle but can extend
to humans and other mammals when they (directly or indirectly) encounter infected hosts (Abernethy et
al, 2005). The prevalence of the disease in Northern Ireland for 2015 was 7.15% with approximately £28
million spent on the eradication program for the same year (DAERA, 2016). Due to the loss and associated
cost, modelling the disease prevalence and spread of bTB is of great importance specifically to assist in
informing the eradication program.

Introduction
The endemic status of bTB in Northern Ireland‘s farming industry has meant that there has been a
compulsory eradication program since 1959 (Abernethy et al, 2005). Difficulties in bTB eradication
include uncertainty in the transmission routes, respective rates of spread and uncertainty in the
diagnosis of bTB for asymptomatic cattle. Many studies agree that movements of infected cattle
have a key involvement in disease spread (Gilbert et al, 2005).

Methods
To analyse how disease could spread using cattle movements, a social network of farms was created.
Previous research shows that networks applied to cattle movement data exhibits scale-free characteristics, which involves a small group of farms with a lot of movement (Dubé et al, 2011). The
network was fitted to a subset of the cattle movement data by representing each farm as a node and
the total number of movements between farms as edges connecting the corresponding nodes. The
network density (ratio of the number of existing edges and maximum number of potential edges),
degree distributions (number of movements in and out of each farm) and maximally connected
herd (herd with the most connections) were calculated to analyse how fast disease could spread
using movements of infected cattle. The network was then tested for scale-free characteristics as
scale-free networks can provide information on the spread and density of disease. By using this type
of network, a range of control measures, such as movement restrictions, may be used (Dubé et al,
2011).

69

Poster

Results
The fitted network had 1399 nodes and 1335 edges, with isolated nodes due to random sampling.
The network density was calculated (0.00068) and indicates that infection could not easily spread
across the sample farms. Calculated degree distributions displayed that a small number of nodes
had high degree values. A Kolmogorov-Smirnov test was conducted and showed that the network
is scale-free (p-value is 0.9996). This agrees with previous research that cattle movements form
scale-free networks (Natale et al, 2009). The most connected herd for ’in’ and ’out’ movements
happened to be the same node. The node, representing a market herd, was directly connected to
102 other herds, indicating that this could have the potential to be a disease superspreader if it
became infected.

Conclusion
Social network analysis of cattle movements has shown how bTB may spread if important hubs
became infected. This network showed that if a market became infected then 102 other herds could
potentially become infected. Further work will include a more comprehensive network applied to
more herds which could inform future control measures.
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Abstract: We investigated the influence of geographical location on the lapse rate of term protection life
insurance policies using the spBayes and R-INLA packages.

Introduction
Understanding the policy lapse rate of an insurance product and what influences it yields valuable
information sought after by insurance companies. For insurance companies, spatial analysis is a
relatively new method of modelling lapse rates. The aim here is to perform spatial analysis in the
hope of discovering extra information not previously discovered from the analysis of lapse rates. In
a perfect world, where we have all possible covariates that explain lapse rates, there would be no
spatial effect. Thus, in reality there is no spatial effect but instead the spatial effect at locations
acts as a proxy for some unobservable/latent variables (for example customer behaviour). It is these
unobservable/latent variables that provide the new information we hope to discover in this analysis.

Methods
Here we have investigated the effect of a customer’s geographical location using two spatial analysis
R packages - spBayes (Finley & Banerjee, 2015) and R-INLA (Rue, Martino, Lindgren, Simpson,
Riebler, & Krainski, 2016). They both analyse data using a Bayesian generalised linear spatial model.
The generalised linear spatial model for a response variable y and vector of covariates x follows the
form
g(E(y)) = βx + w(s)
where g(.) is the appropriate link function, β is the vector of regression coefficients and w(s) is
the spatial residual process defined at location s.The technical difference between spBayes and RINLA, lies within the exploration of the posterior distribution. spBayes employs MCMC techniques to
sample from the posterior distribution while R-INLA uses an integrated nested Laplace approximation
to approximate the posterior distribution. The two packages are similar in terms of model fit and
the predictive accuracy of the model while R-INLA excels beyond spBayes in terms of speed.
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Figure 1: Heat map of predicted lapse rates for spBayes and R-INLA models

Results
The models were tested on a term protection product for policyholders in the greater Dublin area.
The resulting spatial effects were small compared to other covariates however the models are the
first step in a more detailed lapse spatial analysis which is ongoing.

Conclusion
The spBayes and R-INLA packages both produced results which were similar in terms of model fit
and predictive accuracy, as seen in Figure 1. However, R-INLA excelled beyond spBayes in terms
of computing speed. For our analysis, spBayes required an adaptive MCMC sampler to produce
accurate results and a kriging interpolation to increase the speed of spBayes so that the runtime
was feasible. The equivalent model, in terms of accuracy, in R-INLA proved to be approximately 30
times quicker than spBayes.

References
Finley, A. O., and Banerjee, S. (2015). spBayes: Univariate and Multivariate Spatial-Tempora lModelling. R package, version 0.3-9,http://cran.r-project.org/packag-spBayes.
Rue, H., Martino, S., Lindgren, F., Simpson, D., Riebler, A., and Krainski, E. T. (2016). INLA: Funstions Which Allow to Perform a Full Bayesian Analysis of Strucured Additive Models Using Integrated
Nested Laplace Approximation. R package, version 0.0-1463562937, http://www.r-inla.org/.

72

Poster

Proportional and Additive Hazards Models for Clustered Survival Data
with Random Effects
Lida Fallah∗ and John Hinde
School of Mathematics, Statistics and Applied Mathematics, National University of Ireland Galway
∗
Email: l.fallah1@nuigalway.ie

Abstract: We consider data from a biological control assay with clustered responses and fit multinomial
models with a family of link functions for the interval (proportional and additive) hazards function. Random
effects on the covariate are considered to account for additional variability within each cluster.

Introduction
Cox proportional hazard models is one of the most popular models for analyzing survival data,
however, it assumes the covariates are time-independent whereas, in practice, this does not hold for
a lot of biological datasets. Also the assumption of proportionality of the hazards might not be an
appropriate case for datasets that arise from some biological experiments. Tibshirani and Ciampi
(1983) considered a class of hazards models that are grouped along the time, inspired from Holford
(1976). This family includes both additive and proportional hazards models which is obtained by
partitioning the time axis and clustering the observations accordingly. Let T be the failure time
from a continuous distribution. They denote the interval hazard for discrete survival data over the
i-th time partition by πi where πi (z) = P r(τi−1 ≤ T ≤ τi |T ≥ τi−1 ) is dependent on the covariate
z and [τi−1 , τi [ is the i-th time partition. Following this, they consider two basic proportional and
additive hazards models, h(t; z) = h0 (t) exp(a0 z) and h(t; z) = h0 (t) + a0 z and define a link
function, Vλ (π) = λ1 {[− ln(1 − π)]λ − 1}, 0 ≤ λ ≤ 1. Then, they define a family of models:
Vλ (πi (z)) = ci +

s
X

j
a0j z(τij − τi−1
),

(1)

j=1

which can include the interval version of these two hazard functions with considering different values
of λ. They use this model and fit models to real data from Toronto Western Hospital by considering
a generalized linear approach. However, they do not consider random effects of the covariates on
modeling such discrete survival times.

Random effects models provide a powerful tool in a wide variety of statistical applications, where
the data have a natural clustered structure. In this paper, we generalize the idea of Tibshirani and
Ciampi (1983) by including random intercept and random slope in the model and accounting for
time trends. We consider clustered data with multinomial response over time and use a multinomial
distribution with random effects. The proposed model is illustrated by a real data from a biological
control assay.
73

Poster

Model Formulation
The termite Heterotermes tenuis is an important pest of sugarcane in Brazil, causing damage of
up to 10 metric tones/ha/year. We have got a dataset from a recent experiment which is done in
the Insect Pathology Laboratory of ESALQ-USP, Piracicaba, Sao Paulo, Brazil. This experiment
is on the pathogenicity and virulence of 142 different isolates of Beauveria bassiana. The data is
collected under a structure of a completely randomized experiment with five replicates of each of the
isolates. Solutions of the isolates applied to clusters of n = 30 termites kept in plastic Petri-dishes
and mortality in the groups was measured daily for eight days. Overall, this data consists of 710
ordered multinomial observations of length eight. The cumulative mortality proportion is shown
for a subset of isolates in Figure 1. This shows that fitting a model with random effects (random
intercept and slope) is a sensible idea. We group the discrete death time points by the time category
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Figure 1: Cumulative mortality for a sample of isolates
they have occurred in and fit a repeated binomial model with random effects considering different
link functions by differing the value of λ in (1). This includes the links to compare the following
random effect proportional and additive hazards models in the context of interval hazard modeling.
h(t; z) = h0 (t) exp{a0 (β1i + β2i tj + ζik )}
h(t; z) = h0 (t) + a0 (β1i + β2i tj + ζik )
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Abstract: In evidence based medicine, randomized trials are regarded as a gold standard in estimating
relative treatment effects. Nevertheless, a potential gain in accuracy is forfeited by ignoring observational
evidence. Here we describe a simple estimator that combines treatment estimates from randomized and
observational data, investigate its properties by simulation, and apply it to summarize evidence regarding
the impact of aspirin usage on the odds of developing colorectal cancer.

Introduction:
Observational studies and randomized trials provide complementary evidence in estimating treatment
effects. The main drawback of interpreting observational evidence relates to confounding between
variables correlated with the choice of treatment and response, which can result in biased estimates.
Due to this concern, when information from randomized trials is available, systematic reviews and
meta-analyses often ignore available observational evidence. Nevertheless, methods to analytically
combine treatment effects in observational and randomized trials have previously been proposed,
mostly from a Bayesian viewpoint (Verde, 2015).

Methods
Here we present an alternative frequentist method to combining observational and randomized
treatment estimates, θ̂RT and θ̂OS . The proposed estimator minimizes an ’Empirical MSE’ and is of
the form:

θ̂w(B̂) = w(B̂)θ̂RT + (1 − w(B̂))θ̂OS .

(1)

where B̂ is a ’plug-in’ estimator of the bias parameter, B,

w(B) =

1
2
σRT
1
2
σRT

+

1
2 +B 2
σOS

,

and σRT , σOS are standard deviations of the respective estimators, assumed to be known.
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Figure 1: (a) Relative RMSE for θ̂w(B̂) . (b) Meta analysis estimating the Odds Ratio for the effect
of aspirin usage on colorectal cancer.

Results and Conclusions
The simplicity of the proposed estimator allows a complete survey of its frequentist properties. Figure
1(a) plots RM SE(θ̂w(B̂) )/σRT against different values for relative bias, B/σRT , and standard error:
σOS /σRT , assuming asymptotic normality. An improvement in RMSE of up to 32% is possible when
the observational evidence has low bias and standard error.
Applying the estimator to summarize randomized and observational evidence for the effect of aspirin
usage on developing colorectal cancer (Flossman, 2007), the proposed estimator of the Odds Ratio
has a narrower confidence interval compared to a standard fixed effects meta analysis of the trials
alone (Figure 1b).

References
Verde, Pablo E and Ohmann, Christian (2015) Combining randomized and non-randomized evidence in clinical research: a review of
methods and applications. Research synthesis methods, 6,1, pp. 45-62.
Flossmann, Enrico and Rothwell, Peter M and others (2007) Effect of aspirin on long-term risk of colorectal cancer: consistent evidence
from randomised and observational studies. The Lancet, 369,9573, pp. 1603-1613.

76

Poster

Investigating Student Withdrawal Rates using Survival Random Forests
Emma Howard
1

∗1

, Maria Meehan

1

and Andrew Parnell

1

School of Mathematics and Statistics, University College Dublin, Ireland
∗
Email: emma.howard@ucdconnect.ie

Abstract: We investigate student withdrawals in University College Dublin (UCD) for the year of 2014/15.
We use random survival forests to assign students an individual probability of how likely they are to withdraw. We compare the results to UCD’s heuristic model which identifies at-risk students. Our dataset
contains information from approximately 15,000 undergraduate students relating to Blackboard engagement, demographic information, GPA, term credits, fee compliance etc.

Introduction
Similar to other Irish universities, UCD has an annual withdrawal rate of approximately 10%. The
financial loss owing to withdrawals is a concern to universities. Currently, UCD has an heuristic
system, called the Integrated Assistance Network or IAN, to identify students at risk of withdrawing.
IAN is based on five student indicators: Blackboard engagement, GPA performance, extenuating circumstances, fee compliance, and credit workload. We compare the identification of at-risk students
by IAN to survival methods, in particular to prediction by random survival forests.

Methods
This study focuses on using random survival forests to identify students likely of withdrawing.
Random survival forests are an extension of Brieman’s non-parametric random forests to survival
settings (Ehrlinger, 2016), and considers censored information in the model. Each survival tree is
grown based on a Bootstrap sample of the dataset. At each node in the tree a subset of the variables
is selected. The node is split based on the variable which maximises the survival differences between
daughters (Ishwaran, 2008). The tree is grown until a terminal node has no unique ‘deaths’. The
cumulative hazard function is calculated for each tree. We complete our survival analysis using the
R data packages ggRandomForests, randomForestSRC, and survival.

Results
Students at UCD are most likely to withdraw at three time periods during the year: week 4 of
semester 1, week 2 of semester 2, and during the summer period. Minimal Depth and Vimp
rankings have indicated important variables are level of Blackboard engagement, fee compliance,
credit workload, and whether a student is repeating. In contrast, demographic variables, for example
gender, Irish/non-Irish and age, are not important indicators. Even as early as week 1, Blackboard
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engagement can be an important indicator (see Figure 1). Results will be shown for applying
random survival forests to the dataset. Further results will be shown comparing IAN to survival
methods.
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Figure 1: Comparison of course standardised Backboard clicks for week 1 between students who
withdrew and students who did not withdraw
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Introduction
Survival analysis is a collection of statistical methods to analyse time to event data, which often
have to account for censoring. The survivor and hazard functions are key summaries of interest in
survival studies. Recently, the Dynamic Prediction of Survival (DPS) function (Houwelingen and
Putter, 2012) and the Mean Residual Life (MRL) function (Alvarez-Iglesias et al, 2015) have been
suggested as more informative summaries when communicating to the non-statistical audience; e.g.
clinicians and patients as they provide clear and simple interpretations (Newell and Hinde, 2014).

Methods
The DPS estimates the probability of the event occurring within a fixed window at any time during
follow-up; the MRL is the estimated expected time remaining. Both are clearly intuitive metrics
which are easy to communicate to clinicians and patients.
The estimation of the DPS function and its uncertainty are well studied by Houwelingen and Putter
(2012). A hybrid estimator for the MRL in the presence of non-informative right censoring has
been suggested recently by Alvarez-Iglesias, et al (2015). This hybrid estimator combines a nonparametric Kaplan-Meier estimator with a parametric component to evaluate the entire survival
curve. A method of calculating the variance estimate for such a hybrid estimator at the start of
follow-up time t = 0 has been proposed by Gong and Fang, (2012). However, no closed form for the
variance of this hybrid estimator is available, therefore, we used a bootstrap approach to estimate
the variability of the MRL hybrid estimates at any arbitrary time point.

Conclusion
In this presentation, we will present different ways of summarising time-to-event data, in particular
the dynamic prediction of survivor and the mean residual life functions as complements to the
classical survival summaries. We use bootstrapping to quantify the uncertainty in the MRL. The
suitability of this approach will be assessed using a simulation study for a wide variety of survival
distributions.
Finally, a web-based interactive shiny app will be presented as a translational tool to provide a
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collection of useful graphical time-to-event summaries. This helpful translational tool could provide
an intuitive non-technical overview of the results of survival studies.
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Introduction
Breast reconstruction is an important part of the multidisciplinary breast cancer management for
patients undergoing mastactomy (removal of the whole breast). The practice of post-mastectomy
breast reconstruction has developed gradually in the past decade as a result increasing mastectomy
rates and variety of techniques to reconstruct the breast. The aim of the current study was to assess
the trends in rates and types of breast reconstruction with respect to clinicopathalogical features
and treatment therapies.

Data
Data was reviewed from a prospectively maintained database at Galway University Hospital, a tertiary breast cancer referral centre between 2009 and 2014. The first outcome of interest studied,
post-mastectomy breast reconstruction include women diagnosed with ductal carcinoma in situ and
invasive breast cancer who had mastectomy with or without breast reconstruction. The second
outcome of interest is implant vs autologous tissue breast reconstruction offered as an immediate
procedure.

Methods
The association of each outcome and prognostic factors are assessed using binary regression. Also
backward variable selection and penalized regression technique are used to choose the most parsimonious model. A common issue with those approaches, discussed in literature, is their instability.
To address this issue Tarr, Mueller and Welsh(2015) proposed graphical model stability and variable
selection procedure for linear and generalized linear models. These will be demonstrated using the
breast reconstruction data.
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Conclusion
Breast reconstruction post-mastectomy has become the standard of care in the surgical treatment of
breast cancer. Recent trends show a transition favouring implant-based approaches. As the science
of breast reconstruction progresses, surgical strategies for post-mastectomy breast reconstruction
will continue to evolve.
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Abstract: Individual Patient Data (IPD) from Randomised Control Trials (RCTs) are considered the gold
standard for evaluating treatment regimens in a Mixed Treatment Comparison (MTC). However, as the
majority of studies do not report IPD, most MTCs are carried out using aggregate data (AD) for at least
some, if not all, of the studies. Our work investigates the benefits of including varying proportions of
IPD studies. We show that including more IPD studies can increase the accuracy of the covariate effect
estimates. However, RCTs allow for accurate treatment estimates without accurate covariate estimates.
IPD can also help distinguish between model fit.

Introduction
While most trials publish only the summary statistics (AD) for patients as a whole, some publish IPD.
This can be beneficial for an MTC, as we can explore how patient covariates affect the treatment
effect. Donegan et al (2013) developed methods for including both AD and IPD in an MTC. We
carried out a simulation study based on these models to check the effect of additional IPD studies
on the accuracy of the estimate of both the treatment effect and the covariate effect. We also
compared the Deviance Information Criteria (DIC) between the models, to assess model fit.

Methods
We ran a simulation study with varying proportions of IPD studies. These ranged from all AD to
all IPD. Our models were

(
logit(pijl ) =

µi
if j=1
µi + δij + βi xijl if j>1 for the IPD trials, and

(
logit(pij ) =

µi
if j=1
µi + δij if j>1 for the AD trials,

where p is the probability of an event, µi is the effect of trial i, δij is the treatment effect in arm
j of trial i, βi is the effect of the covariate effect in trial i, and xijl is the covariate value for each
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individual patient. The trial covariate effects were simulated from an exchangeable distribution. We
compared assumptions that the trial covariate effects were independent, exchangeable and identical.
The DIC was calculated for each model. Differences of greater than 3 in the DIC were deemed to
imply a better model fit. Results from approximately 100 simulations are presented below.

Results
As shown in the left hand side of Figure 1, when we
have only one IPD study the three assumptions are Estimate
quite similar. As the proportion of IPD studies increases our estimate of the covariate effect becomes
more accurate for the identical and exchangeable
assumption, as trials borrow information from one
another. However, in the right hand side our estimate of the treatment effect is unaffected, because
a well conducted RCT will account for the covariate
effect in the study design.

Errors.jpeg

Figure 1: Estimate Error vs Number of IPD
Studies
Figure 2 shows the proportion of iterations for which
the difference in DIC between two models are greater
than three. For many simulations the DIC values are
too close together to make a distinction between
the models. The DIC distinguishes between models
more often when there is a high proportion of IPD
studies. Both identical and exchangeable models are
chosen over the independent model with the highest
frequency.
Figure 2: Proportion of DIC Differences > 3
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Abstract: The calculation of the exponential of a matrix is arguably the most widely used and most widely
studied matrix function. The computational run time when calculating matrix exponentials, particularly
large sparse matrices, can be a major drawback. Krylov subspace methods are an alternative approach for
calculating the matrix exponential. This research investigates improving the computational run time for
the calculation of the product of the matrix exponential with a vector, through the implementation of a
newly proposed R package, KEXPMV which incorporates Krylov subspace methods. KEXPMV works as a
wrapper function to implement these Krylov methods.

Introduction
The interest in the matrix exponential originates from the key role it plays in finding solutions to
differential equations in various application areas, Higham (2008). Markov models are often used
to model longitudinal data, where the matrix exponential calculation may be required numerous
times. This can be expensive particularly for large sparse matrices. Due to the interest in this area
there are various methods used to calculate the matrix exponential operator, with Krylov subspace
methods emerging as the latest efficient approach. The expokit, Sidje (1998) is a type of software
that implements Krylov subspace methods. This software, originally in a Fortran environment, can
now be used in R using an existing R package, Rexpokit, Matzke and Sidje, (2013). However, it
has issues regarding accuracy and computational time. The research in this paper aims to improve
these issues through the use of a newly proposed R package, KEXPMV, that uilises Krylov subspace
methods.

Methods
When interested in the matrix exponential the Krylov subspace methods involve projecting the
exponential of an n × n matrix A onto a small Krylov subspace of dimenison m, where m < n.
These methods reduce the dimensionality of the problem and as a result reduce the computational
time due to the orthogonal basis obtained when using these methods. One of the main advantages of
using Krylov subspace methods is that they avoid performing matrix-matrix operations, instead they
perform matrix-vector operations. Krylov subspace methods pay particular attention to calculating
the product of the matrix exponential and a vector, Saad (1989). The Krylov subspace methods used
in the expokit, involve calculating stepsizes for each integration step while also defining the optimal
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dimension of the Krylov subspace, depending on the size of the original matrix. Rexpokit works as a
wrapper function for the expokit code and has routines to calculate the matrix exponential for both
general matrices and those that come from a Markov process. This package proves inefficient when
dealing with both small and large matrices.

Results
Currently when using Rexpokit to calculate the product of the matrix exponential and a vector it
takes almost twice as long as it would to use the default function in R, EXPM. This is the case
when the matrix computationally comes from a Markov process and is of dimension n × n, where
n > 1000. However using KEXPMV, this calculation now runs 80 times faster than EXPM. This
is a result of decreasing the dimension of the Krylov subspace, meaning the Krylov method can be
calculated more efficiently. The new package also improves the accuracy for small matrices which
will be demonstrated through an example.

Conclusion
Krylov subspace methods are an efficient approach for calculating the matrix exponential, however the dimenison of the Krylov subspace is a crucial aspect for the efficiency of these methods.
KEXPMV improves the original implementation when looking at both accuracy and computational
run time. This package is also a lot more user friendly.
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Abstract: Ireland participated in the Saving and Empowering Young Lives in Europe (SEYLE) study
gathering information on behaviours and mental health of adolescents. We sought to identify subgroups
based on Irish students’ responses to psychiatric symptoms. Latent class analysis (LCA) determined three
distinct subgroups: “Healthy”, “Negative Mental State” and “Poor Social Behaviour”.

Introduction
1 in 3 young Irish people is likely to have experienced some type of mental disorder by the age
of 13 years; this rate increases to over 1 in 2, by the age of 24 years (Cannon et al., 2013).
The SEYLE study, conducted in 12 European countries, assessed mental health and well-being of
European adolescents. This paper focuses on Irish data measuring students’ lifestyles, physical
health, behaviours, and mental health. Our study aimed to identify underlying subgroups based on
students’ responses to the psychiatric symptoms.

Methods
We identified subgroups using eight psychiatric symptoms, recorded on 847 students (13-16 years)
(WHO5 wellbeing, Zungs anxiety, Beck’s depression, and subscales of Strengths and Difficulties
Questionnaire (emotional symptoms, conduct problems, hyperactivity, peer relationship problems
and lack of prosocial behaviours)). The eight psychiatric symptoms were dichotomised by cut-offs
representing at risk students for each symptom (Carli et al., 2013). Subgroups were identified using
P
Q8 Q2
I(yj =rj )
the LCA model (Collins & Lanza, 2010): P (Y = y) = C
, where yj
c=1 γc
j=1
rj =1 ρj,rj |c
is the jth element of response pattern y, I(yj = rj ) is the indicator function which equals 1 if
the resoponse to variable j is rj and 0 otherwise, γc is the probability of membership in latent
class c (class prevalence) and ρj,rj |c is the probability of response to variable j is rj conditional on
latent class membership (item-response probabilities). To determine the number of latent classes a
bootstrap likelihood-ratio test was used, in addition to the adjusted Bayesian Information Criteria.
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Results
Three class model was identified as the most appropriate model. In Class 1 all eight psychiatric
symptoms had low item-response probabilities (0.003-0.18) and was labelled “Healthy”. Students in
Class 2 had high probabilities for anxiety (0.83), depression (0.58) and emotional symptoms (worry,
nervousness, and fears: 0.69). This class was labelled “Negative Mental State”. Students in Class
3 had high probabilities for conduct problems (0.60), hyperactivity (0.65) and lack of prosocial
behaviour (0.68), and was labelled “Poor Social Behaviour”. The estimated class prevalences were
0.71, 0.20 and 0.09, respectively. Compared to females, males were more likely to be in “Poor Social
Behaviour” (11% vs. 4%) and less likely to be in “Negative Mental State” (15% vs. 25%). The
prevalence of deliberate self-harm in the “Healthy”, “Poor Social Behaviour” and “Negative Mental
State” classes was 10.9%, 20% and 53.9%, respectively.

Conclusion
Three distinct subgroups of students were identified based on responses to psychiatric symptoms.
These classes were labelled “Healthy”, “Negative Mental State” and “Poor Social Behaviour”. The
relationship between the subgroups identified and deliberate self-harm will be examined. In addition
we will compare the results obtained with a decision tree approach.
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Abstract: A model based classification model for data sets containing mixed type variables is developed
using a latent variable modelling approach. It is proposed that a latent variable generates the observed data
that may be any combination of continuous, binary, ordinal or nominal variables. Inference is performed
using an (Monte Carlo) expectation maximisation algorithm. The model is applied to a data set consisting
of mixed type measurements recorded on prostate cancer patients.

Introduction
This work builds on the recent work of McParland and Gormley (2016), who propose a model
based clustering model for mixed data using a latent variable framework. They use constraints
on an eigenvalue decomposition of the covariance matrix to generate a suite of clustering models
of varying degrees of parsimony. The classMD model follows the example of Fraley and Raftery
(2002), who propose a suite of discriminant analysis classification models using this eigenvalue
decomposition. The model that best fits the training data according to an estimated BIC criterion
can then be used to classify new observations.

Methods
In brief, the classMD model assumes the observed J mixed type variables in each observation
vector y i are a manifestation of an underlying latent continuous vector, z i (for i = 1, . . . , N ), which
follows a Gaussian distribution. Under the classMD model, continuous variables follow a multivariate
Gaussian distribution, i.e. if variable j is continuous, yij = zij ∼ N(µj , σj2 ). In the case of categorical
variables it is supposed that the observed response, yij is a categorical manifestation of the latent
continuous variable, zij . The specific mechanism that generates the categorical response depends
on whether the variable is ordinal or nominal. Binary variables are considered ordinal with two levels.
Ordinal variables require a univariate latent variable while a nominal response requires a latent
variable of dimension Kj − 1, where Kj is the number of possible responses for that variable. More
detail on the generation mechanisms is given in McParland and Gormley (2016). The joint vector
of observed and latent continuous data is assumed to follow a multivariate Gaussian distribution.
Observations within each class follow their own class specific Gaussian distribution with mean µg
and covariance Σg . In a discriminant analysis, the classification of some training data is known and
these data are used to classify new observations. If the proportion of the population belonging to
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class g is denoted πg then the probability that a new observation i belongs to group g is given by
πg N (z i |µg , Σg )
P(obs. i ∈ class g) = PG
g=1 πg N (z i |µg , Σg )

(1)

according to Bayes Theorem. Thus values for µg and Σg must be estimated from the training data.
This can be achieved using an expectation maximisation (EM) algorithm. If nominal variables are
present then a Monte Carlo EM algorithm is required as the E-step is intractable. Parsimonious
Gaussian mixture models utilise an eigenvalue decomposition of the cluster covariance matrix Σg =
λg Dg Ag Dg . The λg parameter controls the cluster volume, Dg is a matrix of eigenvectors of Σg and
Ag is a diagonal matrix of the eigenvalues. The classMD model assumes Σg is diagonal, meaning
that Dg = I, the identity matrix. Thus, Σg = λg Ag . These parameters can then be constrained
to be equal or to vary across groups and Ag can also be constrained such that Ag = I. The most
appropriate model for a data set can be determined from the training data using an approximated BIC
criterion. Whichever model is optimal according to this criterion is used to classify new observations
by maximising equation (1) over all possible values for g.

Results and Discussion
The classMD model was applied to a set of mixed type measurements on prostate cancer patients
with the goal of classifying patients according to their cancer stage. Preliminary results based
on dividing the data into a training and test set are encouraging. More complete results will be
presented in detail. Difficulties in the estimation stage and potential areas of improvement will also
be discussed.
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Abstract: This research expands upon previous work of modelling geriatric patient flow through hospital,
in a bid to capture more information and give a deeper understanding of the system. The hidden semiMarkov model and Coxian phase-type distribution are utilised in a joint approach to overcome limitations
of previous models which have been used to capture patient flow through a healthcare system.

Introduction
As populations across Europe get older, the pressure and strain that healthcare services experience
are likely to increase. Regardless of this, the healthcare service is expected to maintain a high
quality of care. Modelling patient flow in a healthcare system has been seen as an important aspect
in understanding the system’s activity and how to carefully manage resources.
The Coxian phase-type distribution is one such model which has been utilised to help understand the
system’s activity where it has been previously applied to geriatric patient data. This is a special type
of Markov model which represents the time to absorption of a continuous, finite state Markov chain,
Neuts (1981). The distribution can capture the flow of patients through a hospital/ healthcare
system but does not take into account the dynamic nature within latent factors which can effect
the flow through the system; such as quality of care.
Previously the Coxian phase-type distribution has been combined with the hidden Markov model
to take account of this, Mitchell et al . (2015). The hidden Markov model is a doubly stochastic
process which consists of an observed stochastic process Xt and a hidden unobserved state process
St , Rabiner (1989). The model allows for a deeper understanding about the system with areas of
potential concern being flagged. However due to the Markov property, the hidden Markov model
has potential limitations with regards to modelling real-world situations.
To overcome this the Markov assumption can be relaxed, by allowing the underlying process to be
semi-Markov. Ferguson introduced this by letting the time spent in the hidden state be from a nonparametric distribution, rather than the geometric distribution as is in the hidden Markov model,
forming the variable-duration hidden Markov model or the hidden semi Markov model, Ferguson
(1980).
This paper intends to use the variable-duration hidden Markov model, as an initial starting point,
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with the Coxian phase-type distribution to gain an even deeper understanding of the Lombardy
geriatric healthcare system.

Application
The data analysed within this research is Italian healthcare data, in-particular geriatric healthcare
data from 13 specialised geriatric wards within the Lombardy region of Italy for the year 2009. It
consists of information for 8,527 patients aged 65 years of age or older.

Discussion
The research presented utilises the hidden semi-Markov model in conjunction with the Coxian phasetype distribution. The model builds upon previous work, hidden Markov model with Coxian phasetype distribution, which was able to model the flow of patients through the healthcare system more
accurately than the Coxian phase-type distribution on it’s own.
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Abstract: We introduce two different approaches for imputing values for right censored survival times
in time to event studies. These methods are intended to be used as a complement to formal inferential
methods and to allow more interpretable displays to be made for physicians and patients.

Introduction
The main interest in survival analyses is studying the time to an event (usually death, recurrence
or remission). In survival analysis subjects are followed until the event of interest has happened.
Subjects who do not experience the event are referred to as censored. Due to censoring, methods
of plotting individual survival times such as the histogram or the density plot are invalid. Therefore,
graphical displays of time-to-event data usually take the form of a Kaplan-Meier survival plot which
deals with the censoring. Also, the median survival time is a classical summary that is often reported
to patients. However, this number probably does not apply to them, and they are likely to be either
side of the median. A density plot of the data is perhaps more informative than a single summary
statistic. By imputing values for the censored observations and combining original complete and
imputed data, it is possible to plot the histogram or density of the complete data to complement
the information given by Kaplan-Meier plots. In this presentation, we propose parametric and nonparametric Bayesian imputation methods to impute right censored survival data to achieve this
aim.

Methods
One approach to impute censored observations for use in graphical summaries was introduced by
Royston et al. (2008) where each censored survival time is imputed by assuming a log-normal
distribution for the unobserved actual failure time. Here, we consider using a parametric Bayesian
framework to impute the censored observations. Nonparametric Bayesian methods (NPB) are also
used as a second approach to imputation, as considering a fixed distributional specification for the
random or error terms in the model may be inadequate for the actual data. These methods will be
investigated for low, medium and high censoring proportion and will be demonstrated using relevant
examples from clinical research.
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Application

Group

The 6-MP dataset is the duration of remission in weeks for 42 leukaemia patients where 21 patients
were allocated to a drug treatment group and the rest of them to a control group. There is no
censoring in the control group while there are 12 censored observations in the intervention group.
Figure 1 shows the boxplot for intervention and control group where the censored observations in
the intervention group were imputed using the parametric Bayesian and non-parametric Bayesian
approaches.
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Figure 1: Box plot for control and intervention group in 6-MP data by imputing censored observations using parametric Bayes and non-parametric Bayesian approaches.
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Abstract: This work is motivated by the goal of applying model-based clustering to very-high-dimensional
data arising from DNA methylation experiments. These data sets can have in excess of 500,000 columns,
each representing a site on a DNA strand where methylation is measured. The standard mixture of
Gaussians is impossible to fit directly to these data. This work proposes a sequential, batched approach to
clustering the data using a mixture of Gaussians.

Description
The aim is to apply model-based clustering, i.e., a mixture of Gaussians, to data of dimension 500,000
(approximately). There are two basic problems with this: The usual estimate for the covariance
matrix is slow, memory-intensive and unstable (particularly with a small number of rows). Even if
we can estimate the covariance matrix, the remaining task of calculating its determinant, its inverse,
and finally the multivariate Gaussian probability density, is not computationally feasible.
In short, we propose the following approach for applying model-based clustering to high-dimensional
data
1. Split the data into batches of <100 columns each.
2. Apply regular model-based clustering to the first batch of columns.
3. For each subsequent batch of columns, apply modified model-based clustering, which is conditional on the previous batch.
Early results indicate that this method can provide useful, approximate results for data sets of
arbitrarily large dimension. In addition, due to the sequential nature of the method, the progress
can be monitored, and intermediate solutions extracted at the end of each batch.
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Abstract: The aim of this study is to examine whether risk profiles of physical and mental health and
lifestyle behaviours can predict the development of new pain, in older Irish adults. Latent class analysis
(LCA) was used to identify different risk profiles in a sample of people aged over 50, from The Irish
Longitudinal Study on Aging (TILDA), who reported being pain-free at Wave 1 and participated in the
follow-up interviews two years later, at Wave 2, (N=4349). Four latent classes were identified based on 11
physical and mental health and lifestyle behaviours from Wave 1. Associations between the profiles and
the new pain after two years were examined.

Introduction
In 2016 the Organisation for Economic Cooperation and Development (OECD) reported that Ireland
had one of the fastest growing life expectancy rates in Europe (OECD, 2016). Pain can be considered
a significant restriction to the quality of life and well-being of older adults. Past research has shown
links between pain and a number of multidimensional factors, such as sleep problems (Lus Blay et
al., 2007), poorer general health (Mntyselk et al., 2003) and depression (Lin et al., 2003). Thus,
with our aging population it is important to examine the association between risk profiles and the
development of new pain.

Methods
The TILDA study is a nationally representative cohort study of adults, aged 50 years and older, living
in the Republic of Ireland. For this analysis it was of interest to investigate the development of pain,
for individuals who did not initially suffer from pain at Wave 1. Two years later there was an 84.87%
follow-up rate, with only those interviewed at both waves analysed for this research (N=4349).
LCA was used to identify health risk groups based on 11 physical and mental health and lifestyle
behaviours. LCA provides a model-based approach to measuring categorical variables with the aim
of identifying underlying subgroups in a population based on some measured characteristics. The
optimal number of latent classes was based on a number of model-fit indices. The association
between latent class membership and future pain development was examined using two methods;
a LCA with a distal outcome model-based approach and the standard classify-analyse approach,
where individuals were assigned to groups using their Posterior Probabilities and logistic methods
were used to predict new pain.
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Results
Using LCA, four latent classes were identified. These health risk classes were characterised as healthy,
physical health problems, mental health problems and physical and mental health problems. The
healthy class accounted for over half the sample (51.1%), while the most at risk class 7.8% of the
sample. At follow-up (Wave 2), 777 (17.87%) of the participants reported being troubled by pain.
Using LCA with a distal outcome the probability of developing pain at wave 2 was 10.64% (95% CI
= 8.79%, 12.83%) for the healthiest class, compared to 40.79% (95% CI = 27.19%, 55.97%) for
most at risk group.

Conclusion
LCA analysis identified four health risk profiles for pain-free older Irish adults, based on their mental
and physical health and lifestyle behaviours. These latent classes were predictive of the development
of new pain in older people.
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Abstract: In many industries, standard processes allow clarity, efficiency and simplicity. Clinical trial data
are collected worldwide for research purposes, and there is often a subset of data fields that are common
to the vast majority of these datasets. However, they don’t always follow the same naming conventions or
structure, and aren’t always easily merged or compared across studies. The focus of this poster is to give
a brief overview of the data standards developed by a global, nonprofit organization called Clinical Data
Interchange Standards Consortium (CDISC), and show how following these guidelines can lead to improved
efficiency and clarity in preparation for the statistical analysis.

Introduction
It can be a daunting task during study set-up to establish exactly what data need to be collected in
the study database, and what structure it should have. When datapoints have different structures
and naming conventions across different studies, the set-up time can be laborious and inefficient
for each study, and there may be a distinct lack of consistency in how the same type of data are
collected and stored across studies.
To encourage consistency and ensure all of the required data are collected for a study, a volunteer
group was formed in 1997 called Clinical Data Interchange Standards Consortium (CDISC). They
are now a global, multidisciplinary, nonprofit charitable organization that promote and support the
continued global adoption of harmonized data standards throughout the clinical research lifecycle
by engaging regulatory agencies, research sponsors, academia and other stakeholders through education, advocacy and collaboration. Their aim is to implement clinical research standards that are
complementary to standards in the broader healthcare ecosystem and thus add value for clinical
researchers, healthcare providers and patients.

SDTM Data
Although they have developed standards for many aspects of clinical trials, such as protocol generation (PRM), data acquisition (CDASH) and exchanging laboratory data between labs and sponsors
(LAB), this poster focuses on the standards that CDISC have developed for organizing and formatting data to streamline processes in collection, management, analysis and reporting. These standards
form the Study Data Tabulation Model (SDTM), and is one of the required standards that sponsors
must use as specified in the FDAs Data Standards Catalog.
Implementing SDTM supports data aggregation and warehousing, fosters mining and reuse, facili98
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tates sharing, helps perform due diligence and other important data review activities, and improves
the regulatory review and approval process.
SDTM is also used in non-clinical data (SEND), medical devices and pharmacogenomics/genetics
studies.

SDTM Implementation Guide
The poster will give a brief overview of how the Study Data Tabulation Model should be implemented
to ensure data are presented in a standard format across studies. Variable naming conventions and
structures will be explained, so that those viewing the poster will form an understanding of how the
standards can be applied and what benefits they add.

Conclusion
Although studies not seeking FDA approval are not required to follow these standards, using standard
naming conventions and structures for datapoints collected in a clinical trial allows for clearer datasets
and improves efficiency for those programming the data for the purpose of a statistical analysis. This
poster is an introduction to the understanding, application and benefits of CDISC data standards,
for those who are unfamiliar with them.
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Abstract: According to the daily trolley count by the Irish Nurses and Midwives Organisation (INMO),
the overcrowding crisis in Irish hospitals has reached a new record at the start of 2017 with more than 600
patients on trolleys. This work presents a univariate time series approach to modelling the INMO trolley
count data, in order to present future predictions of the overcrowding in Irish hospitals. The structure of the
data exhibits short and long seasonal patterns. While ARIMA models fail to capture multiple seasonality
with long seasonal periods (De Livera et al ., 2011), we present a time series modelling approach that is a
combination of a Fourier series to model the long seasonal pattern and an ARIMA process to model the
short-term dynamics. The model shows reasonable forecasts that approximately match the actual 2017
data showing that the high records of 2017 could have been predicted in advance.

Introduction
The data is a daily record from 2013 to 2016 of the number of patients waiting on trolleys. The
decomposition of the time series revealed two seasonal components, weekly (short period) and yearly
(long period). Generally, seasonal versions of ARIMA models are designed for short periods. Fitting
an ARIMA model with a period greater than 200 requires long computational times and excessive
amount of memory (De Livera et al ., 2011). For our dual seasonality time series, we use a Fourier
series approach to model the yearly seasonal pattern. The weekly seasonality along with the trend
and the random components are all modelled by an ARIMA process.

Methodology
The data obtained from the INMO was missing the weekends. We therefore, considered the week
to be of 5 days and the year of 261 days. The hospitals are divided into two categories, Countryside
and Eastern. The two time series were decomposed into trend, seasonal and random components.
The decomposition as well as the autocorrelation function revealed a weekly and a yearly seasonality
with periods 5 and 261 respectively. The series may be modelled as follows:
Yt = α +

K
X

[ak cos(2πt/p) + bk sin(2πt/p)] + Xt ,

(1)

k=1

where Yt is the series under investigation, Xt is an ARIMA process and p = 261 is the long seasonal
period. This is fitted in R and the value of K can be chosen to minimise the Akaike Information
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Criterion (AIC) (Cryer & Kellet, 1994). The times series along with the forecasts and the trends are
shown in Fig.1.

Figure 1: Forecasts and trends of Countryside and Eastern times series

Conclusion
We fitted a model to the Eastern and Countryside trolley count data. We used a Fourier series
approach in order to model the long seasonal pattern. The forecasts captured the high numbers
that have been recorded by the INMO early this year. The data also showed that the Countryside
data exhibit an increasing trend, whereas the trend of the Eastern data showed multiple overcrowding
phases (Fig.1). We note here that this data will be a proxy for modelling the arrival rate of patients
into the hospital that will be used in our time-dependent queueing model which will be presented in
future work.
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Abstract: In this presentation generating individualized adaptive ranges for clinical biomarkers will be
discussed using Bayesian approaches and streaming algorithms. The MCMC method is applied to generate
adaptive ranges from the posterior predictive distribution for the Bayesian approach [Sottas et al., 2007]
while a recently proposed approximate EM algorithm for streaming data [Ippel, Kaptein and Vermunt,
2016] is modified to produce computationally efficient adaptive ranges for large streaming datasets.

Introduction
Typically, a reference range, derived from a sample of healthy individuals, is used to interpret a
biomarker test result. These ’static’ normal ranges may not be reflective of a particular individual in
the population with longitudinal follow up. Therefore, when biomarkers are collected longitudinally
for subjects, dynamic reference ranges are needed for effective diagnosis which adapt to account for
between and within subject variability.

Method
The reference ranges incorporate sampling error and uncertainty due to the sampling process. In
order to calculate personalized ranges for a new individual, an additional source of uncertainty due
to variability within an individual over time needs to be accounted for. To date, we have developed
a Bayesian model in combination with tolerance interval [Krishnamoorthy, and Mathew, 2009] to
generate such adaptive ranges for clinical biomarkers (Figure 1). However, the Bayesian approaches
for the computation of proposed ranges are computationally intensive. For example in large data
streaming problems, there is a need for a framework which consider the inclusion of covariates
coupled with a time efficient algorithm. This may be achievable using mixed models in conjunction
with a streaming algorithm which is not only computationally efficient but also has the capacity to
include covariates and factors into the model.
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Figure 1: Shiny App for generating individualized adaptive range

Conclusion
This presentation introduces the idea of an adaptive range for a longitudinal continuous response.
The generation of individualized adaptive ranges for clinical biomarkers helps researchers and physicians make more reliable decisions in terms of what can be considered as normal physiology of an
individual.
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Abstract: Cluster sampling is a quicker and more cost efficient method of collecting data. Analysis of
clustered data can be difficult due to a dependence amongst observations in a sample. Variance estimation
methods, such as Taylor Series linearization (TSL) and the delete-one Jackknife method (JK1), were
developed to address this issue. Here, a simulated finite population is used to assess where these methods
produce different estimates, especially in the presence of extreme conditions such as skewed distributions,
large sampling fractions and small second-stage sample sizes. The simulation showed both methods provide
identical estimates when the sampling fraction was small, and the number of second stage observations
were large, however when these conditions were violated, the two methods showed diverging estimates.

Introduction
Cluster sampling is generally more time and cost efficient than collecting a simple random sample
(SRS) (Särndal et al., 2003). Cluster sampling uses pre-existing distinct groups in the population
(clusters), with the researcher selecting a SRS, of clusters from the population. Cluster sampling
can lead to difficulties in the statistical analysis of the data due to correlation of the observations,
which reduces the variance amongst observations in the same cluster. TSL and the JK1 methods
are used to produce appropriate estimates of the standard error (SE) when cluster sampling is used
(Lohr, 2009). This paper aims to compare the TSL and JK1 method estimates on a simulated finite
population of data.

Methods
Finite populations were generated using R, each time varying the number of population clusters
(N = 80, 60, 40 or 20), the size of each cluster (Mi ∼ U (5, 30)), the distribution of observations
within each cluster (Normal, Poisson, Lognormal) and the parameters of each distribution. Once
generated, a two-stage sampling process, involving a SRS of n clusters at the first stage followed
by a SRS of mi observations from each cluster, was implemented. The n clusters sampled were a
proportion of the N population clusters, with the proportions varying from 5% to 95%. The mi
second stage observations were fixed (mi = 20, 15, 10 or 5), with mi = Mi if the number in the
population cluster was less than the desired amount. Once the samples were generated, the SRS,
TSL and JK1 SE’s were calculated using the “survey” package in R (Lumley, 2011). The final SE
estimates of each population were the mean of 1000 different samples from the population.
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Results
SE estimate patterns were similar at each sampling fraction, despite the number of population
clusters (N ), with SE values increasing as N decreased. Estimates obtained using both the TSL
and JK1 methods were almost identical when the sampling fraction was small and the number of
second stage elements sampled was large. Divergence between estimates occurred at high sampling
fractions or small second stage sampling numbers. The presence of skewness caused divergence to
occur at smaller sampling fractions, and the degree of skewness influenced the difference between the
estimates. TSL was the more conservative of the two SE methods in almost all cases, except when
the number of clusters was small, for a skewed distribution. The large sampling fraction effected
the JK1 estimate more than the TSL estimate, due to the JK1’s assumption of a with replacement
design.

Conclusions
Thoroughly examination of the sampling scheme should be conducted before survey analysis is carried
out, to avoid applying the methods of survey variance estimation incorrectly. In large samples with
small sampling fractions both methods give almost identical estimates, and the choice between them
should fall to considerations outside accuracy. However, in the case of a small number of second
stage observations, or a large sampling fraction, caution needs to be taken before applying these
methods. A general definition of small and large may not be possible, but the simulation results
give guidance under controlled conditions.
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Abstract: Hamiltonian Monte Carlo (HMC) is an alternative sampling method when standard MetropolisHastings is inefficient. HMC generates a Markov chain on an augmented space with transition based on
a deterministic flow. In practice, Hamiltonian systems cannot be solved analytically, requiring numerical
integration. The resulting approximate solution no longer preserves the measure, therefore an accept-reject
step is used to correct the bias. For doubly-intractable distributions – such as posterior distributions based
on Gibbs random fields – HMC suffers from some computational difficulties: computation of gradients
and computation of accept-reject proposals. In this paper, we study the behaviour of HMC when these
quantities are replaced by Monte Carlo estimates.

Introduction
Conducting a Bayesian analysis of statistical models with intractable likelihood functions is of considerable interest, for example, the exponential random graph model which arises in the statistical
analysis of social networks (Caimo and Friel, 2011). One such class of intractable likelihood model
is Markov random fields (MRFs), undirected graphical models which are used in a wide range of applications to model the dependency structure of correlated data. Complications arise from using this
likelihood function since it is known up to a parameter dependent intractable normalising constant,
`(θ | y) =

1
qθ (y),
Z(θ)

where Z(θ) =

X

qθ (y).

y∈Y

From a Bayesian perspective, the focus is on the posterior parameter distribution
π (θ | y) ∝ ` (θ | y) p(θ) where p is a prior on parameter space Θ.
The intractablility of the likelihood function implies that the standard MCMC toolbox cannot be
routinely applied in this case. This is because the accept-reject step, that ensures the Markov chain
is reversible with respect to the stationary measure π, requires evaluation of the unknown normalising
constant Z(θ) at each iteration. The exchange algorithm (Murray et al., 2006) is the only valid
method available for such problems, but produces highly correlated samples. Alquier et al. (2016)
provide an alternative approach, but it results in a Markov chain which does not leave the posterior
distribution invariant, and so is similar to the approach which we develop here.
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Noisy Hamiltonian Monte Carlo
HMC (Neal, 2011) samples from the augmented distribution π
e(θ, r) = π(θ)ν(r), where r ∈ Rd is a
d-dimensional normal random variable with mean θ and covariance matrix M. The method consists
of generating proposals based on Hamiltonian dynamics, where the evolution of (θ, r) with respect
to a fictitious time t, is as follows
dθ
= M−1 r and
dt

dr
= ∇θ log `(θ | y) + ∇θ log p(θ).
dt

(1)

Solutions to (1) are approximated by a gradient based numerical integrator. To preserve the measure
π, the numerical solutions to (1) must be corrected using an accept-reject step,
α (θ, r, θ 0 , r0 ) = 1 ∧

Z (θ) qθ0 (y) ν(r0 )p(θ 0 )
.
Z (θ 0 ) qθ (y) ν(r)p(θ)

(2)

For doubly-intractable distributions, we introduce Noisy HMC which relies on Monte Carlo estimates
of gradients, used in the numerical integrator, and unbiased importance sampling estimates of the
intractable ratio Z(θ)/Z(θ 0 ) involved in the accept-reject step (2). To compute stochastic gradients,
we use auxiliary draws from the model. This approach contrasts with the finite difference scheme
usually used in HMC but which is not available here. Furthermore, the auxiliary draws are also used
to form an importance sampling estimator for Z(θ)/Z(θ 0 ). The latter using all the intermediate
points visited by the integrator, leads to a more robust ratio estimate than the single point estimate
of Murray et al. (2006).

Conclusion
Noisy HMC offers better efficiency than the golden standard exchange algorithm, whilst the efficiency
can be marred by the computational cost to sample from the model. We present results applied to
a general Potts model and a social network example, both representative of the issues of doublyintractable Bayesian analysis.
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Abstract: We conduct a simulation study to investigate the performance of two competing methods
for inference in model based clustering: one involves a greedy search (GS) of cluster labels, the other is
the standard expectation-maximisation (EM) approach. For large sample sizes, the GS method has good
clustering performance at a reduced computational cost.

Introduction
Suppose we have n observations, each consisting of d variables of count data. Let yij be the
observed data value, for i = 1, . . . , n, and j = 1, . . . , d. We assume the data is generated by a
Qd
Q P
yij
π
mixture model: f (y|K, π, θ) = ni=1 K
k
j=1 θjk exp(−θjk )/yij !, where K denotes the total
k=1
number of clusters, π the mixing proportions, and θ the component-specific Poisson parameters of
the model.
Inference is facilitated by the introduction of missing data z, where zi = k denotes that observation i belongs to cluster k. The complete data likelihood then takes the form f (y, z|K, π, θ) =
Qd
QK Q
yij
j=1 θjk exp(−θjk )/yij !.
k=1
i:zi =k πk
In this setting, the integrated complete-data likelihood (ICL) is a popular criterion for choosing the
number of clusters that explicitly takes into account the cluster structure of the data: ICL(K) =
R
log p(z, y|K) = log p(z, y, π, θ|K)dθdπ.
Typically, the ICL is computed using a BIC-like approximation, which depends on estimates (θ̂, τ̂ )
that are found using the EM algorithm. Alternatively, it is possible to adopt a Bayesian approach
and calculate the ICL in closed form using conjugate priors. A greedy search (GS) algorithm can
then be used to allocate observations to clusters to obtain an optimal clustering solution ẑ that
maximises the ICL directly.

Simulation Study
We conducted a simulation study to investigate the performance of the GS algorithm in comparison to
EM, comparing the algorithms across three scenarios and five sample sizes n ∈ {50, 100, 500, 2500, 5000}.
The scenarios are shown in Table 1.
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Table 1: Model parameters for simulation study scenarios.

Variable
Group 1
Group 2
Group 3

1
1
10
20

Scenario 1
θ
3 4 5
2 1 1
5 4 2
10 7 4

2
2
5
10

Scenario 2
θ
3 4 5
3 5 2
5 3 4
7 7 6

π
6
1
2
4

0.33
0.33
0.33

1
2
5
10

π
6
2
4
6

0.2
0.5
0.3

1
6
4
2

2
3
5
7

n = 5000

3
π
6
5
9
2

0.33
0.33
0.33

Large N
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-700

Greedy search ICL

(a)
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Scenario 3
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EM ICL
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EM ICL

-660
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7
5
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θ
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Greedy Search
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Greedy search ICL

(b)

(c)

Figure 1: Results from simulation study. From left to right: ICL for n = 50 and n = 5000;
computational time for n = 5000.
Figures 1 and 2 compare the ICL obtained by GS (x-axis) and EM (y-axis) for all scenarios, for
n = 50 and 5000 respectively. For small n, the performance of EM is more stable than GS; for large
n, the methods obtain similar results. Computationally, GS is much faster for large n: see Figure 3.

Conclusion
For smaller sample sizes, the performance of the EM algorithm is preferable to GS. But for large
sample sizes, the performance of both algorithms is comparable, and computationally GS is more
effective. A key advantage of the GS in this instance is that it searches over the model space at the
same time as it clusters observations.
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